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ABSTRACT 
 
This paper presents an adaptable decoder-like model for video 
error concealment through optical flow prediction using deep 
neural networks. The horizontal and vertical motion fields from 
previous optical flows are separated and passed through two 
parallel pipelines with convolutional and long short-term memory 
layers. The combined output from these two networks, the 
predicted flow, is then used to reconstruct the degraded portion of 
the future video frame. Unlike current methods that use pixel or 
voxel information, we propose an architecture that uses three 
previous optical flows obtained through a flow generation step. 
The generator portion of the network can be easily interchanged 
with other methods, increasing the adaptability of the model. The 
network is trained in supervised mode and the performance is 
evaluated using standard video quality metrics by comparing the 
reconstructed frames from our prediction and the generated ground 
truth.  
 

Index Terms— Video Error Concealment, Optical flow, Deep 
Neural Networks, CNN, ConvLSTM 
 

1. INTRODUCTION 
 

Recent advances in the development of machine learning 
techniques have laid the foundation for data-driven alternatives to 
standard analytical methods for solving complex signal processing 
tasks. The inherent ability of neural networks [1] to learn low 
dimensional features from high dimensional data makes them very 
effective in applications where large amount of training data is 
available. Two areas that have taken substantial strides with 
improved performance and accuracy using deep neural networks 
are image (classification [2], object recognition [3][4], inpainting 
[5][6]) and video processing (classification [7], motion/optical-
flow estimation [8][9][10], action recognition [11]).  In particular, 
deep convolutional neural networks (CNN) are naturally suited for 
extracting spatial correlations in images, and multi-dimensional 
long short-term memory (LSTM) models have been highlighted in 
recent works for their efficient handling of 3D volumetric time-
sequence spatial data such as videos. We use a combination of 
these two frameworks in this work and define a model that takes 
advantage of the benefits each has to offer. 

The ubiquity of mobile devices capable of capturing and 
sharing multimedia data puts an ever increasing stress on 
communication networks and drives the need for continued 
research in codecs and data transmission. The areas of relevance to 
the work presented in this paper are operations performed inside 
the encoder (at the sender) and decoder (at the receiver), 
specifically related to motion compensated compression and error 
concealment. An encoder takes individual frames from video 
sequences and partitions them to groups of blocks (GOBs) or slices 

to perform coding and compression using motion vectors. Each 
GOB/slice is then packaged into transmission units called packets 
for communication. Although wireless technology has advanced 
with content-aware resource allocation, packet prioritization and 
scheduling methods at the sender (e.g., [12], [13]), packet loss is 
an inevitable occurrence during transmission that degrades quality 
at the receiver. After the video sequence is received, if packets are 
lost, the decoder uses motion vectors in the preceding (and in some 
cases future) blocks and frames to predict the motion vector of the 
lost packet. This paper addresses aspects related to error 
concealment and presents a novel neural network-based method 
using similar decoder-like behavior.  

Video error concealment is a spatiotemporal prediction 
problem that is temporally coupled to information in preceding 
frames and spatially correlated to information within the current 
frame. Works that incorporate convolutional recurrent neural 
network (RNN) and LSTM models, e.g., [14][15], explore rich, 
domain-relevant frameworks appropriate in the context of video 
applications. However, solutions in this domain are usually 
constrained by the high dimensionality of textural information and 
motion dynamics. We tackle the “curse of dimensionality” problem 
that belies most neural network architectures in three ways. First, 
we reduce complexity by minimizing layers that perform encoding-
decoding steps, up/down/volume sampling operations, max/min 
pooling etc. Second, although most state-of-the-art codecs employ 
bidirectional prediction models that use information from past and 
future frames, we limit our approach to information from 
previously received frames. This eliminates the need for buffering 
data at the receiver. We relax this restriction in areas of future 
work to improve the overall performance. Finally, unlike current 
models that perform full frame prediction, we limit the scope to 
predicting a portion of the optical flow vector and reconstructing 
only the corresponding part of the frame. This is characteristic of 
decoders performing real-time error concealment in scenarios such 
as video streaming applications.  

The main contribution of this paper is to present a model for 
post-processing video that has degraded due to loss of packets after 
it has been transmitted over an inherently error-prone wireless 
network. Specifically, we present a neural network framework that 
combines convolutional LSTM layers and simple convolutional 
layers to predict optical flow from generated flows of past frames. 
We separate motion in the x and y coordinates from three previous 
flow vectors that are used as input to each pipeline. The output 
predicted flow is then used to reconstruct the degraded portion of 
frame. This emulates behavior of traditional decoders that use 
available (already received) motion vectors to predict lost motion 
vectors and do not specifically utilize pixel or voxel flows in the 
spatial domain. The degradation from a lost packet can propagate 
to multiple frames after error concealment (i.e., residual errors 
propagate between frames). However, to specifically conceal 
errors, video decoders limit the reconstruction to only the portion  
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of the frame impacted by the lost packet to improve accuracy and 
reduce computational complexity. By enforcing similar constraints 
and redefining the problem to a smaller scope, we believe that the 
overall accuracy of any flow prediction and frame reconstruction 
can be improved. We present a non-blind model that requires 
knowledge of the location of packet loss and use two layers of 
macroblocks (16 pixels) above and below the slice to spatially and 
temporally correlate motion and accurately predict the flow field of 
the lost portion. This decoder-like architecture gave very promising 
results along with providing an open architecture with improved 
adaptability through interchangeability of the flow generation 
component. The work takes a step in the direction of complete 
neural network based solutions for video codecs and compression 
algorithms.    
 

2. RELATED WORK 
 
Several recent works have focused on the problem of predicting 
future optical flows and frames through supervised and 
unsupervised learning frameworks. Future frame predictions can 
broadly be broken into two categories: a) methods that estimate 
textural data using pixel values in previous frames [16][17][18] 
and b) methods that predict motion between frames [19][20] and 
perform motion compensation to construct a future frame 
[21][22][23][24]. The approaches in the former category have a 
tendency to produce blurry results, especially at edges, as they do 
not explicitly take into account motion information. Instead, they 
estimate the pixel values that can cause an averaging effect on the 
texture. Although models in the latter category resolve these issues, 
they have been shown to suffer from artifacts due to motion 
discontinuities in the optical flow estimation. Additionally, both 
models use pixel information in the spatial domain as the 
foundation for the prediction process. In [21], the authors generate 
voxels from two spatial frames to predict the “voxel flow” to 
synthesize interpolated (in-between) or extrapolated (future) 
frames. The extrapolated frame will be similar to our model except 
that we do not use spatial frames. The method presented in [23] 
uses a deep network with voxel-level prediction from video frames 
in the spatial domain to estimate optical flows.  

Although our architecture resembles the two-stream end-to-
end pipeline as in [11], our method differs by using two streams 
for predicting the x and y axes of the motion field and the output is 
then combined to generate a unified flow field. It should be noted 
that further improvements can be explored by adding a spatial, or  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
stacked spatial, component to improve on the results. We feel that 
the presented architecture provides competitive results as is. Other 
architectures attempt to alleviate the problem of edge-blurring and 
motion artifacts by incorporating mathematical models such as 
probabilistic studies of motion [25] and generative adversarial 
networks (GAN) [26] in a pixel/spatial domain [16][27]. In [20], 
the authors present an approach that uses a coarse-to-fine spatial 
pyramid structure to learn residual flows at each level. [27] defines 
a dual motion GAN that uses a sequence of frames in the spatial 
domain mapped into a latent space to perform future frame and 
flow generation. Finally, [28] presents a spatiotemporal video 
auto-encoder, based on a classic spatial image auto-encoder and a 
novel nested temporal auto-encoder using convolutional long 
short-term memory (LSTM) cells that integrate changes over time. 
The main difference with all these models is that the input is 
always a sequence of two or more spatial frames while the input to 
our optical flow prediction network is a sequence of optical flows. 
We believe that the direct use of optical flows provides a smoother 
prediction of the motion field and helps remove discontinuities and 
motion artifacts. 

The visual and objective/mathematical measure of quality of 
these flow-based methods largely depends on the quality of 
underlying flow generation step, which is further impacted by the 
type of motion – fast/slow, linear/non-linear, or propagation of 
motion error (due to packet loss). The objective of our work is to 
design a simple yet elegant and adaptable approach that decouples 
the optical flow generation step by making it interchangeable with 
state-of-the-art methods in the future. 

 
3. PROPOSED NETWORK ARCHITECTURE 

 
Motion in natural videos is almost always continuous except at 
points of discontinuity such as directional change in the action or a 
scene change. Unlike all current research that uses spatial domain 
pixel information to predict future frames and flows, we take a 
sequence of optical flow vectors and train a network to learn to 
predict the future flow. This approach provides an architecture that 
decouples the motion generation/estimation function, an approach 
that in our opinion has not be researched so far. The overall error 
concealment architecture is shown in Fig. 1. Individual frames 
from input video sequences are first passed through an Optical 
Flow Generation Network (OFGN). We considered several state-
of-the-art- methods that generate optical flows to handle this 
portion of the network, including the models in [8], [9], and [10]. 

Figure 1. Overall video error concealment framework 
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We eventually decided on FlowNet2.0 [8] as it provided the best 
computational performance and highest accuracy in comparison 
with ground truth optical flows.  For the remainder of this paper, 
when we refer to “ground truth” optical flow, we are referring to 
the flow generated at the output of the OFGN. It should be noted 
that one of the main advantages of our approach is that this design 
is not coupled to a specific type of optical flow generation and can 
be easily replaced with faster, better networks as current art in this 
area progresses. After the flow sequences are generated, 48x352 (a 
horizontal row of 48-pixels high from a CIF format frame of 
288x352 pixels) slices from three consecutive optical flows are 
passed into the Optical Flow Prediction Network (OFPN) 
component to predict the future flow of the same resolution. The 
predicted flow is then combined with the previous frame to predict 
the degraded portion of the frame.   

The OFPN is a two-stream architecture that handles 
horizontal and vertical direction of motion separately, as shown in 
Fig 2. Much like the work in [11], albeit functionally different, we 
feel that splitting the two activities is a cleaner, more efficient way 
for the network to learn the features and for the overall prediction 
process. Each stream is defined with three layers of convolutional 
LSTM cells followed by traditional convolutional cells. The kernel 
sizes for the convolutional LSTM are larger than ones used in 
related approaches to correlate motion from the neighboring blocks 
for any given pixel. This behavior of spatially correlating the 
motion field is akin to traditional decoder behavior of motion 
estimation, from three neighboring macroblocks (4x4 pixels) – 
blocks to the top left, top, and top right of the estimated block. 
Each of the ConvLSTM and Conv layers are followed with the 
sigmoid activation function for extracting non-linearities in the 
motion prediction process. The input flow data is first normalized 
to values between 0 and 1 before they are fed into the OFPN. 
However, as data traverses through the convolutional and 
activation layers, it tends to shift (called the “covariance shift”). 
The effects of this shift can propagate through the layers causing 
divergence in the normalization and slowing down learning 
process. To manage this shift and eliminate its effects, we found 
that adding a batch normalization layer after each layer was an 
important step that improved the overall accuracy.    

   
 

 
The architecture for each stream is identical and contains 

three 2D Conv LSTM layers and four 3D convolutional layers. The 
ConvLSTM layers were defined with kernel sizes 9x9, 5x5 and 
3x3 for the first, second and third layers with 8, 16, and 32 outputs 
respectively. The first 3D convolutional layer was defined with a 
1x1 kernel with depth of 3 (for the three stacked optical flows) that 

reduces the depth dimension by 2 (the desired final output depth of 
1 flow vector). The next two convolution layers are defined with 
kernels of sizes 1x3x3 with the number of outputs for each as 32, 
16 and the final layer 1x1x1 with 1 output (to account for the final 
single output optical flow). Each layer is activated with a sigmoid 
function that we thought was more appropriate for optical flow 
data normalized to values between 0 and 1. Additionally, each 
layer is followed by a sigmoid activation layer and a batch 
normalization step to stabilize the learning. The input for each 
stream is created by separating the x and y coordinates of motion 
from three past optical flows, t-4, t-3, and t-2, to predict optical flow 
t-1which is used for motion compensation to predict frame t, the 
degraded frame, noted as the “current” or “future” frame based on 
the context of the description. 
 

4. EXPERIMENTAL SETUP AND RESULTS 
 
Our proposed Optical Flow Prediction Model (OFPM) was trained 
and tested on Nvidia Titan X GPU with 64GB RAM. For our 
training we used 13 video sequences (foreman, hall, mobile, 
mother, news, akiyo, coastguard, container, tempete, waterfall, 
highway, paris and bus) in the CIF (288x352) format for a total of 
6073 video frames that were used to generate optical flows of the 
same resolution. For testing purposes we used 288x352 portions of 
frames from three 4CIF sequences (crowdrun, ice and soccer). 
Although these sequences are not part of the commonly used 
UCF101 [29] and THUMOS datasets, they are part of the Xiph.org 
repository [30] for encoded video sequences. These sequences 
were used mainly because they provided a fair amount of variation 
in motion, which is vital to the learning process and also because 
they were part of the previous works in [12] and [13].  

Individual frames with resolution 288x352 from each video 
sequence were extracted and from these frames we extracted 16 
48x352 slices (starting at the top and going down 16 pixels along 
the height). Three co-located slices from three consecutive frames 
were stacked as the data element and one slice from the fourth 
frame was used as the label. This produced a total of 97168 data 
and label elements from which we used 90000 for training and 
7168 for validation. We used the ℓ2 norm as the objective function 
with a learning rate of 0.0001 for the stochastic gradient descent 
and a batch size of 5 using a fit-generator to sequentially input the 
data for the entire epoch in the Keras environment. A lower batch 
size was mainly used accommodate memory constraints on the 
GPU and it did not impact the learning. The validation loss (mean-
squared error) and the mean absolute error converged at 1.4e-05 
and 0.0019 respectively for motion in the x-axis and 
correspondingly at 3.4e-06 and 6.6e-04 for the y-axis motion. The 
training was executed for a total of 30 epochs for each of the 
horizontal and vertical pipelines. The batch normalization step 
after each layer is crucial in the learning process and for 
convergence of the objective function. With only the 3DConv and 
ConvLSTM layers that did not include batch normalization, the 
network essentially learned to converge around the mean value of 
the overall optical flow distribution. This yielded a predicted flow 
that was a uniform value, which was incorrect and unfit for the 
reconstruction task. 

 
4.1. Results and observations 
 
The results from testing our model are presented in Fig 3., which 
shows ground truth and predicted flows and their corresponding 

Figure 2. The Optical Flow Prediction Network 
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frame outputs, and Table 1., which provides accuracy in terms of 
objective quality metrics such as peak signal-to-noise ratio (PSNR) 
and Structural Similarity Index Measure (SSIM) for the outputs in 
Fig 3. It should be noted that the performance of the model cannot 
be directly (and fairly) compared with existing models that perform 
full frame prediction. Additionally, our framework is tightly 
coupled to the ground truth optical flows generated by the OFGN. 
We therefore compare the predicted flow and its reconstructed 
frame with the ground truth flow and its reconstruction. Both the 
figure and table show data related to one example slice from a 
particular frame in the test sequences that highlight the 
effectiveness of the proposed framework. However, there were 
cases (omitted here for brevity) where the performance of the 
model was lower. In general, the PSNR of the predicted slices were 
always within approximately 2dB of the ground truth and SSIM 
varied in the range of (0.8, 0.97) based on the specific case. These 
shortcomings in specific cases do not diminish the advantages 
presented by a novel method for “using motion to predict motion” 
that resembles a traditional decoder with scope for further 
improvement as optical flow estimators advance. For the cases 
with lower performance accuracy we outline the reasoning and our 
insights that can help future work in this area below.  
 Batch normalization. During our experiments we found that 

batch normalization applied after each convolutional and 
ConvLSTM layer was a vital step in stabilizing the learning 
process and to help yield better results.  

 Large displacement with fast motion. We found that the 
performance of our model deteriorated in cases where motion 
caused large displacements, the impact of which was two-
fold. First, there is an expected blurring in the spatial domain 
that directly impacted ground truth optical flow generated by 
the OFGN, which in turn impacted the predicted optical flow. 
Second, although the motion prediction was directionally 
correct, the magnitude of predicted movement was smaller. 

 Non-linear and/or multi-directional motion in busy action 
scenes. When handling slices with motion that changed 
direction frequently or slices where different portions 
displayed motion in different directions, for instance the 
“crowdrun” sequence, the model performance was impacted.  
We reason this is an effect that can be resolved with a design 
that includes future frames in the prediction model. 

 Object occlusion. Another area where the model had 
difficulty predicting an accurate optical flow, which 
consequently impacted the reconstructed frame, included 
cases where object motion caused or cleared occlusion. 
Although the model performed well, we feel that it can further 
improve with a design, as mentioned above, that also 
incorporates future frames into the prediction model.  

 Artifacts along slice boundary. As it can be seen from the 
flows in Fig. 3 (better when zoomed in), the predicted optical 
flow was impacted along the boundary of the 48x352 slice. 
This is an expected outcome when performing convolutional 
training that retains the resolution (for e.g., using 
“padding=same” in Keras). This will naturally be eliminated 
in a video error concealment scenario where the slice to be 
concealed is only 16x352. 
 
We believe the process of “using motion to predict motion” 

that emulates decoder behavior provides a fertile avenue for further 
research. With newer, more accurate optical flow estimation 
techniques to replace the OFGN portion of the network, and 

architectures that incorporate future frames the performance of the 
method can be improved even further. 
 
 

 
 
 
 
 
 

 
 
 
 
 

 
5. CONCLUSIONS 

 
We presented a deep neural network framework to perform video 
error concealment by predicting future optical flow from three 
consecutive past flows. The predicted flow was then used to 
reconstruct the degraded portion of the future frame. We evaluated 
the performance of our model by comparing the reconstructed 
degraded slice with the corresponding slice reconstructed from 
ground-truth flows using standard video quality metrics such as 
SSIM and PSNR. While there are areas for improvement and 
future avenues to pursue, the results from our experiments were 
promising and highlighted the efficacy of neural network models 
that provide a way to handle spatiotemporal sequence information. 
We plan to extend this work by exploring alternative network 
architectures (e.g., capsule networks [31]), and incorporating 
future frames in the input to aid the learning process. Finally, as 
research in this area continues to push the boundary of 
performance for optical flow prediction, adaptable models such as 
the one presented in this paper will benefit from them and show 
promise for growing along with them.  

Figure 3. Single output optical flow and reconstructed frames 
examples. For each set, the first and second rows are ground 
truth and predicted flows and bottom two are the 
corresponding reconstructed slices. 

Table 1. PSNR and SSIM of center slice with motion from 
each sequence comparing the frame reconstruction using 
predicted and ground truth flows. 
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