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Project Overview

STScI’s Image
Restoration Project
by Bob Hanisch
STScI

I

n the fall of 1992 work began
on an 18-month project dedicated to
the restoration of images from HST.
Participating in this effort at the
Institute are Bob Hanisch (project
leader), Rick White, Jinger Mo,
Nailong Wu, and Ivo Busko. In addition, contracts are being let to the Jet
Propulsion Laboratory (Dr. David
Redding) for work on an improved
PSF modeling software package, the
University of Arizona (Prof. Bobby
Hunt) for the development of algorithms for restoring images with
space-variant PSFs, and Northwestern University (Dr. Aggelos Katsaggelos) for the optimization of
adaptive iterative restoration algorithms to HST data. Informal collaborations have been established with
Don Lindler (ACC, GSFC) and Bob
Gonsalves (Tufts), each of whom
have independent funding for work
on HST restoration. We have sponsored visitors who wish to come to
STScI to collaborate on this project,
including Dr. Jorge Núñez (Barcelona) and Dr. Richard Puetter
(UCSD). An additional collaboration has been set up with Dr. Stan
Reeves (Auburn University), who
with a graduate student are exploring the convergence properties of
various restoration techniques. We
continue to coordinate our efforts
with the ST-ECF, where individuals
such as Hans-Martin Adorf, Fionn

Murtagh, Richard Hook, and Leon
Lucy are also working on this problem.
This special newsletter is an
attempt to convey some information about the HST image restoration efforts to the user community
and to invite your feedback. We are
interested in hearing from you if you
wish to collaborate in these efforts,
or if you have particular questions
about how image restoration could
play a role in your analysis of HST
data.
The Image Restoration Project
(IRP) has three primary objectives:
• Expand our knowledge of the
HST point spread function (PSF)
and improve our ability to model
the PSF.
• Develop a tool kit of restoration
algorithms for HST data (with
particular attention to the problem
of the space-variant PSF of the
WFPC) and provide a quantitative
assessment of the relative merits
of each technique.
• Document the algorithms and
approaches used for HST image
restoration for GOs and provide
advice on observing strategies for
optimizing results from restoration.
In the first area we have begun a
series of quantitative tests aimed at
understanding the sensitivity of various image restoration algorithms to
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the accuracy of the PSF. Effects such
as spacecraft jitter, the S/N ratio in
the PSF (for empirically measured
PSFs), and uncertainties in focus are
being examined. Our initial results
indicate that with the current spacecraft pointing performance (i.e., after
the new on-board pointing software
was installed) jitter is usually a negligible effect on the PSF for observations taken in fine-lock. It is clear
that a noiseless PSF is superior to an
observed PSF, however the standard
PSF modeling packages—TIM and
TinyTIM—are known to provide
only a poor match to observed PSFs,
especially in the UV. Thus, one of
our current projects is to improve the
PSF model using both phase
retrieval techniques and blind deconvolution methods. Our work with
JPL should provide us with a PSF
modeling program that more accurately models the HST optical system. Finally, numerical simulations
are being run to determine our sensitivity to focus errors. First results
indicate that systematic errors introduced into a restored image are generally negligible for errors of less
than 5 microns in the position of the
secondary mirror, but are significant
for focus errors of 10 microns or
more. Further work is required, however, using better PSF models.
Further enhancements to the LucyRichardson algorithm are being
developed by Rick White. In addi4

tion to being able to mask bad pixels,
the algorithm is now able to suppress
noise amplification in low S/N
regions. Rick is preparing a detailed
paper (excerpts from which appear in
this newsletter) that describes many
aspects of the Lucy-Richardson technique. Nailong Wu developed a maximum entropy method (MEM)
package for IRAF/STSDAS that does
not depend on any commercial software, and is preparing a report that
describes MEM and the differences
between his implementation and the
popular MEMSYS5 package from
Maximum Entropy Data Consultants, Ltd. As was announced previously, STScI is now able to provide
the MEMSYS5 software to HST
observers via a redistribution license
we have negotiated with MEDC. The
MEMSYS5 libraries are accessed via
a front-end program developed by
Nick Weir (Caltech) which Nick has
kindly granted us permission to distribute. Please contact us if you are
interested in using this software for
your HST data.
As our work progresses, we intend
to keep HST users informed via the
Institute Newsletter, one or more special newsletters like this one, and ultimately with a User’s Guide to HST
Image Restoration. We also expect to
host a second workshop on image
restoration November 18–19, 1993
(see announcement on back page of
this newsletter).
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Image Restoration and
the Maximum Entropy Method
by Nailong Wu
STScI

Image Restoration
Following the discussion by Hunt (1977), a linear image formation system
with additive noise can be modeled mathematically as
(1)

g ( x, y ) = b ( x, y ) + n ( x, y )

with
+#

b ( x, y ) =

$ $- # h ( x, y ; x1, y1) f ( x1, y1) dx1 dy1

(2)
where (x1,y1) and (x,y) are the spatial coordinates on the object plane and
image plane, respectively, g(x,y) is the degraded image, b(x,y) the blurred
image, n(x,y) the noise, f(x1,y1) the object or true image, and h(x,y;x1,y1) the
point spread function. Equation 1 may be interpreted as degraded image =
blurred image + noise.
The point spread function (PSF) describes how the radiation from a point
source is distributed in the image. If the object contains only a single point
having unit intensity at (p,q), f(x1,y1) = !x -p,y -q and the system is free from
1
1
noise contamination, the output image is
+#

b 0 ( x, y ) =

$ $- # h ( x, y ; x1, y1) !x

1

% p, y 1 % q

dx 1 dy 1

= h ( x, y ; p, q )

In a perfect image formation system, h(x,y;p,q) = !x-p,y-q; the image of a
point of the object is also a point. In general, however, each point of the
object will spread to form an area of finite size on the image plane, resulting
in a blurred image of the whole object.
When the image formation system is space-invariant the PSF depends
only on the differences of the corresponding coordinates, and Equation 2
becomes
+#

b ( x, y ) =

$ $- # h ( x % x1, y % y1) f ( x1, y1) dx1 dy1

(3)
where " denotes 2-D convolution. In this case a displacement of the object
will only result in a displacement of the image but not a change of image
configuration.
= h ( x, y ) * f ( x, y )
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A linear and space-invariant image formation system can also be represented
in the spatial frequency domain. Substituting b(x,y) of Equation 3 into
Equation 1 and taking the Fourier transform (FT) of both sides, we obtain
G ( u, v ) = H ( u, v ) . F ( u, v ) + N ( u, v )

(4)

where u,v are the spatial frequencies; G(u,v) is the visibility, i.e., the FT of the
degraded image; H(u,v) the transfer function of the system, i.e., the FT of
h(x,y); F(u,v) the visibility of the object (true image); and N(u,v) the FT of the
noise.
The image restoration problem is stated as follows: Given the PSF h (or the
transfer function H), the statistical properties of the noise n (or N), and some
prior knowledge about the true image f (or its visibility F) (e.g., f & 0, f is spacelimited), estimate the true image f (or F) from the measured degraded image g
(or its visibility G). Thus, image restoration is a kind of deconvolution operation. It can be carried out in the spatial domain (based on Equations 1 and 3), or
in the spatial frequency domain (based on Equation 4), or in both domains.
A wide variety of image restoration methods have been developed because,
as is shown below, the direct inversion method is generally not feasible. In the
spatial frequency domain, direct inversion means dividing the two sides of
Equation 4 by H(u,v), yielding
F ( u, v ) =

G ( u, v ) N ( u, v )
%
H ( u, v ) H ( u, v )

The estimated visibility is
^

F ( u, v ) =

G ( u, v )
H ( u, v )

^

^

The estimated image f(x, y) is the IFT (inverse FT) of F(u, v). The direct
inversion method has several problems, however:
• Normally H(u, v) has values of zero or near zero; at these points the division
operation is undefined or results in meaningless values.
• For the points having very small |H(u, v)|, although the division can be done,
the ignored noise will be amplified to an intolerable extent.
Therefore, in general the direct inversion method is not applicable to image
restoration. An exception might be the case where the signal-to-noise ratio is
fairly high, and the zero and near-zero values of H(u,v) are reasonably altered.

The Maximum Entropy Method
In solving a problem, we are usually concerned with three properties of the
solution: existence, uniqueness, and stability. A problem for which at least one
of the three requirements is not met is called an ill-posed or ill-conditioned
problem. We need to consider these kinds of problems because incomplete or
noisy data may exist. Many methods, one of which is the Maximum Entropy
Method (see, for example, Gull 1989), have been invented in order to deal with
such ill-posed problems. MEM states that of all the feasible (possible) solutions, we should choose the one that has the maximum entropy. The statement
6
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of MEM is very simple. However, several points must be clarified.
• If the solution does not exist, it makes no sense to say “choose the solution
that has the maximum entropy.” In this case the way out is usually to relax
the constraints imposed by the data so that the solution exists. This relaxation often leads to multiple or even infinitely many solutions. Then we can
choose the solution according to the criterion “maximum entropy”. The
stability of the solution would be investigated after determining the MEM
solution.
• Entropy in MEM is as defined in information theory, not in thermodynamics or statistical mechanics. It has the form
n

H ( p 1, ..., p n ) = % ) pi log p i

(5)

i=1

in the discrete case, and
H ( p ( x) ) = %$

#
%#

p ( x ) log p ( x ) dx

(6)

in the continuous case. In information theory, a discrete information source
is represented by a set of symbols (values) xi and a set of probabilities pi,
i=1, ..., n, where pi is the probability that the random variable X takes the
value xi. The uncertainty of the information source is measured by the entropy H in Equation 5. One way to interpret entropy is that the uncertainty
is eliminated after receiving a message (a stream of values) from the information source; the entropy H is equal, on average, to the uncertainty eliminated, namely the information obtained, by receiving one value.
• Why is MEM used? Why should we choose the solution that has the maximum entropy? There are answers of various kinds to this question. Two
arguments closely related to image restoration are:
a) Principle of maximum multiplicity. In image processing, the entropy H,
multiplicity of the pixel value distribution W, and the number of pixels N,
are related by
H * N %1 log W

“MEM states that of
all the feasible
solutions, we should
choose the one that
has the maximum
entropy. The statement
of MEM is very
simple.”

(a ~ b means a/b ' 1 as N ' #). The multiplicity corresponds to the number of possible ways in which the image may be formed in a random experiment. The image with the maximum W is the most probable one, and therefore should be chosen as the solution (the principle of maximum multiplicity). Since the maximum W corresponds to the maximum H, the criterion
maximum multiplicity leads to the criterion maximum entropy.
b) Consistency of the solution. Consistency requires that the final solution
should depend only on the total information (data) available. In other
words, the final solution should be independent of the process of determining the solution. It can be shown that only the MEM solution can
meet the consistency requirement.
In an MEM image restoration, we can run a number of iterations to get an
image that has converged for a particular value of the Lagrange multiplier (,
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and output this image. Then this intermediate image can be used as a prior or
default model to run the program again (the value of ( will be changed by
the program) for a number of iterations to get a second intermediate image.
This procedure can be repeated until the final convergence, according the +2
or other criteria, is reached. The consistency of the MEM solution guarantees
that the final restored image obtained in this way must be the same as the one
that would be obtained by running the program through to the final convergence from the initial conditions.

Image Restoration by MEM
The entropy expression used in image restoration is derived based on the
above entropy definition. The entropy of an image is of the form (in the 1-D
discrete notation)
S ( h) =

) hj % mj % hj
j

log ( h j  m j )

(7)

where h={hj} represents the image to be restored and m={mj} is the prior
(estimate of the image) or default model.
It can be shown that S , 0 (the equality holds if and only if h = m). The
value of S is a measure of the similarity between h and m. m is called the
prior or default model in the sense that the solution will be h = m (completely
similar) if the entropy S is maximized without any data constraints. With data
constraints, the maximum of S will be less than its absolute maximum value
zero, meaning that h has been modified and deviated from its prior or default
model m.
A more sophisticated image formation model is used in MEM image restoration. In the real world there exist correlations between pixels of an image.
This fact is not reflected in the entropy expression of Equation 7. This problem is resolved by introducing a hidden space in which the entropy S is
defined for a hidden image h. The hidden image is then convolved with an
Intrinsic Correlation Function (ICF) to generate a visible image that is what
we really see (Weir, 1991).
Thus, the image formation is modeled as
hidden image " ICF = visible image
visible image " PSF = blurred image
blurred image + noise = degraded image
The above expressions may also be combined as
hidden image " ICF " PSF + noise = degraded image
Normally, the ICF is a Gaussian function with appropriate sigma.
Newton’s method is used to find the maximum point of the objective function. Denote the objective function by f(x) (x = (x1 ,..., xn)T). The iterates are
updated according to
x k + 1 = x k + !x

8
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irme0

MEM5

Entropy expression

Equation 7

Equation 7 or others

Data constraint

+2

+2 or others

Search of max of obj. fn

Newton’s method
(approximate)

Newton’s method
(accurate)

Convergence criterion

+2 = N data

+2 = N data or max evidence

Number of channels

One

Multiple

Number of data sets

One

Multiple

Subpixelization

Not available

Available

Table 1: Comparison of features in irme0 and MEM5.

where the change !x is calculated by solving the equation
--f ( x k ) !x = -f ( x k )

(8)

!x = ( % --f ( x k ) ) %1 -f ( x k )

(9)

or equivalently from

One way to improve Newton’s method is to use a 1-D search for the maximum point. The points xk and xk+1 define a straight line. f(x) becomes a function in one variable along this line. An approximate maximum point better
than xk+1 is expected to be found by a fairly simple method.
Newton’s method is efficient in searching for the maximum point. The difficulty of using it in image restoration is that the solution of Equation 8 or the
matrix inversion in Equation 9 for calculating the change !x is time consuming when the size of image is large. Usually, approximation in calculating !x
is inevitable.

MEM Programs for Image Restoration
Two packages of MEM programs are available to our Image Restoration
Project: mem0 and MEM/MemSys5. The former, written in the SPP language
and run in the IRAF environment, has been developed by Nailong Wu. The
MemSys5 package, written in FORTRAN and independent of any particular
data analysis environment, was purchased from Maximum Entropy Data
Consultants Ltd., England. It’s functionality is enhanced via the MEM frontend program developed by Nick Weir (Caltech).
MEM/MemSys5 takes the Bayesian approach, and has three functions:
finding the central distribution by MEM5, generating random samples of the
visible distribution by MOVIE5, and estimating linear combinations by
MASK5. Among them the first one is the most important and complex.
Image Restoration Newsletter / Summer 1993

9

Algorithms

The irme0 task in mem0 is similar to MEM5, but has fewer functions.
Table 1 presents a comparison between the capabilities of irme0 and MEM5.
The irme0 task is described in more detail in another article on page 72 of
this newsletter. For additional information about MEM/MemSys5, see Gull
and Skilling (1991), Weir (1990), and Weir (1992). The MEM/MemSys5
software is available from STScI for use on HST data only.
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Improvements to the
Richardson-Lucy Method
by Richard L. White
STScI

T

he Richardson-Lucy (RL) algorithm (Richardson 1972; Lucy 1974)
is the technique most widely used for restoring HST images. The standard
RL method has a number of characteristics that make it well-suited to HST
data.
• The RL iteration converges to the maximum likelihood solution for Poisson statistics in the data (Shepp & Vardi 1982), which is appropriate for
optical data with noise from counting statistics.
• The RL method forces the restored image to be non-negative and conserves flux both globally and locally at each iteration. This means that
even if one stops the iteration before it has converged, the restored image
has good photometric linearity.
• The restored images are robust against small errors in the point-spread
function (PSF).
• Typical RL restorations require a manageable amount of computer time,
representing a reasonable compromise between quick (but often unsatisfactory) methods such as Weiner filtering and the much slower (though
sometimes superior) maximum entropy method.
The implementation of the RL algorithm within the STSDAS/IRAF
environment must also be given credit for the wide-spread use of this
method, since most observers do not wish to develop their own deconvolution software.

Origins of the RL Method
The RL iteration can be derived very simply if we start with the imaging
equation and the equation for Poisson statistics. The imaging equation tells
how the true image is blurred by the PSF:
I ( i) =

)P (i

j) O ( j)

(1)

j

where O is the unblurred object, P(i | j) is the PSF (the fraction of light
coming from true location j that gets scattered into observed pixel i), and I
is the noiseless blurry image. If the PSF does not vary with position in the
image, then P(i | j) = P(i – j) and the sum becomes a convolution. The
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probability of getting N counts in a pixel when the mean expected number of
counts is N is given by the Poisson distribution:

. ( N N) =

e%N N
N!

N

(2)

and so the joint likelihood L of getting the observed counts D(i) in each pixel
given the expected counts I(i) is
ln L =

) D ( i) ln I ( i) % I ( i) % ln D ( i) !

(3)

i

The maximum likelihood solution occurs where all partial derivatives of L with
respect to O/(j) are zero:
/ln L
= 0
/O ( j )
=

)
i

D ( i)
% 1 P ( i j)
I ( i)

(4)

The RL iteration is simply

)P (i
O new ( j ) = O ( j )

j)

i

)P (i

D ( i)
I ( i)

(5)

j)

i

It is clear from a comparison of Equations 4 and 5 that if the RL iteration
converges (as has been proven by Shepp & Vardi 1982), meaning that the correction factor approaches unity as the iterations proceed, then it must indeed
converge to the maximum likelihood solution for Poisson statistics in the data.
The term in the denominator in Equation 5 is often taken to be unity and
omitted from the iteration (Lucy 1974); however, it is important to retain it for
some of the modifications discussed below (see especially the discussion of
flat-field variations, bad pixels, and edges.)

Noise Amplification
Despite its advantages, the RL method has some serious shortcomings. Noise
amplification can be a problem. This is a generic problem for all maximum
12
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Figure 1: Restoration of
simulated HST PC observations of a planetary
nebula using the RL
method and the damped
iteration. The raw data is
85 x 85 pixels, while the
restored and true images
are 256 x 256. The
restored images were
computed on a fine pixel
grid having 3 x 3 pixels
for each data pixel. Number of iterations is shown
at the top of each image.
As the number of RL iterations increases, the
images of bright stars
continue to improve but
noise is amplified unacceptably in the nebulosity. Noise amplification is
better controlled by the
damped method.
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Damped
likelihood techniques, which attempt to fit the data as closely as possible. If
one performs many RL iterations on an image containing an extended object
such as a galaxy, the extended emission usually develops a “speckled”
appearance (Figure 1). The speckles are not representative of any real structure in the image, but are instead the result of fitting the noise in the data too
closely. In order to reproduce a small noise bump in the data it is necessary
for the unblurred image to have a very large noise spike; pixels near the
bright spike must then be very black (near zero brightness) in order to conserve flux.
The only limit on the amount of noise amplification in the RL method is the
requirement that the image not become negative. Thus, once the compensating holes in the image are pushed down to zero flux, nearby spikes cannot
grow any further and noise amplification ceases. The positivity constraint
alone is sufficient to control noise amplification in images of star fields on a
black background; in that case one can perform thousands of RL iterations
without generating an unacceptable amount of noise. However, for smooth
Image Restoration Newsletter / Summer 1993
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objects observed at low signal-to-noise, even a modest number (20–30) of
RL iterations can produce objectionable noise.
The usual practical approach to limiting noise amplification is simply to
stop the iteration when the restored image appears to become too noisy.
However, the question of where to stop is a difficult one. The approach sug2
gested by Lucy (1974) was to stop when the reduced + between the data and
the blurred model is about 1 per degree of freedom. However, one does not
really know how many degrees of freedom have been used to fit the data. If
one stops after a very few iterations then the model is still very smooth and
2
the resulting + should be comparable to the number of pixels. If one performs many iterations, however, then the model image develops a great deal
of structure and so the effective number of degrees of freedom used is large;
in that case, the fit to the data ought to be considerably better. There is no criterion for the RL method that tells how close the fit ought to be. Note that
there is such a criterion built in to the MEMSYS5 maximum entropy package, and the pixon approach of Puetter and Pina uses similar ideas (Gull &
Skilling 1991; see also article by Puetter on page 49 of this issue.)
Another problem is that the answer to the question of how many iterations
to perform often is different for different parts of the image. It may require
hundreds of iterations to get a good fit to the high signal-to-noise image of a
bright star, while a smooth, extended object may be fitted well after only a
few iterations. In Figure 1, note how the images of both the central star and
the bright star at the top center continue to improve as the number of iterations increases, while the noise amplification in the extended nebulosity is
getting much worse. Thus, one would like to be able to slow or stop the iteration automatically in regions where a smooth model fits the data adequately,
while continuing to iterate in regions where there are sharp features (edges or
point sources).
The worst example of this I have seen is the observation of Comet Levy
(1990c) with the Wide Field Camera (Weaver et al., 1992). It was necessary
to perform at least 100 RL iterations to restore the sharp nucleus of the comet
reasonably well, but after only 10 iterations the outer coma of the comet was
becoming objectionably noisy. The authors worked around this problem by
piecing together portions of RL images using 10, 20, ..., 100 iterations in
annuli centered on the core of the comet.

Spatially Variable Convergence Rate
The need for a spatially adaptive convergence criterion is exacerbated by
the modification to the RL algorithm that we use for CCD readout noise
(Snyder 1990; Snyder, Hammoud, & White 1993). The readout noise
changes the characteristics of the data so that the Poisson noise model underestimates the noise at low count levels. This is corrected by adding a constant
to the data and the blurred model in the standard RL iteration. This simple
change leads to an iteration that converges to the correct maximum likelihood solution, but the rate of convergence is different for objects of different
brightnesses. For example, in an image with many stars, the bright stars are
sharpened relatively rapidly so that they are well-defined after typically 20–
30 iterations, while faint stars converge significantly more slowly and may
take many more iterations to converge. The convergence behavior of the iter14
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“The usual practical
approach to limiting
noise amplification
is simply to stop the
iteration when the
restored image
appears too noisy.
However, the question
of where to stop is
a difficult one.”

Richardson-Lucy

ation changes for objects fainter than R2/K, where K is the number of electrons per DN for the CCD and R is the readout noise in electrons (for the WF/
2
PC, K = 7.5 and R = 14, so R /K 0 25).
When we modify the RL iteration for CCD readout noise, then, the second
advantage listed above is lost. It is no longer true that one can stop the iteration early and still have linear photometry.
This variation in the rate of convergence for different objects need not be a
problem for images containing nothing but point sources, because in that case
one can perform so many iterations that all objects converge. For more complex images with both extended sources and point sources, though, one is
faced with the choice of either stopping the iteration early and accepting a
very non-linear photometric response (since faint stars are sharpened less
than bright stars), or continuing the iteration and accepting excessive noise
amplification in the extended sources.
Incidentally, the slow convergence at brightness levels dominated by the
readout noise is most troublesome when one uses the sum of many images as
input to the deconvolution algorithm. In that case it may take thousands of RL
iterations for faint structures to converge.

Ringing
Another problem sometimes encountered with the RL method (and most
other restoration methods) is ringing around stars and other sharp features.
For example, if the observed image includes a star on a non-zero sky background, then the restored image will usually have a sharp stellar image surrounded by a circular hole in the background around the star. In high signalto-noise cases, this ringing may be visible for a considerable distance away
from the star, with alternating dark and bright rings. Similar features can
appear near sharp edges, for example in restored images of planets.
Ringing is not the result of noise amplification; in fact, ringing can occur in
images restored from perfect, noiseless data. Ringing is a result of the fundamental loss of information that results from blurring by the PSF. For example,
consider a simple one-dimensional PSF that has the values (0,1/2,1/2,0). If
one blurs an image with pixel values (... ,0,2,0,2, ...), the resulting blurry data
is (... ,1,1,1,1, ...). Thus, with this PSF, an image that looks like alternating
black and white pixels is indistinguishable from a constant image.
Obviously an image consisting entirely of alternating black and white pixels is unlikely to be encountered; however, the same problem occurs whenever there is a sharp feature in the image. To reproduce such features, it is
necessary to include high-frequency functions like the black-white pattern.
Most image restoration methods (including the RL method) are reluctant to
include functions that would be invisible in the data; when they are omitted,
however, the result is ringing near the sharp feature. To eliminate the ringing,
it is necessary to add enough of the high frequency functions to fill in the
holes and flatten the peaks.
While ringing can occur even without noise in the data, it tends to be worse
in noisy data, because noise can mask the presence of high-frequency structures. There is a coupling between the problems of noise amplification and
ringing: if one stops the RL iteration early to avoid noise amplification, the
ringing may be worse in the restored image since the high-frequency funcImage Restoration Newsletter / Summer 1993
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tions needed to make sharp stars and edges have not been restored yet.
The requirement that the image be positive can be very helpful in controlling ringing. Note that if one is restoring a point source on a black background, there can be no ringing around the object because it is not possible
to “dig a hole” in the black sky. Another way to view this effect is that the
RL method finds it necessary to put in the high-frequency functions in order
to avoid negative pixels in the restored image. When the sky background is
not zero, however, ringing will almost always be present in the restored
image. This can be eliminated in some cases by subtracting the sky background before restoration (adding it back at the appropriate point in the iteration as is done by the STSDAS “lucy” task), but for images with stars
mixed in with complicated extended objects it is often not possible to construct a reliable background model.
An important difference between ringing and noise amplification is that
noise amplification can be controlled by avoiding over-fitting the data,
while ringing can be controlled only by adding some constraints on the
restored image. Such constraints are usually referred to as regularization.
An example is the maximum entropy method, which attempts to find the
most uniform image that is consistent with the data. Subtracting the sky as
described above is another kind of regularization: it forces the entire image
to be brighter than the specified sky brightness rather than simply being
positive.

Improvements to the RL Method
We have been working on a number of modifications to the RL method
both to handle more of the peculiarities associated with HST data and to
eliminate some of the shortcomings listed above.
Flat-field variations, bad pixels, and edges: These are not really modifications to the RL method, but rather represent a more sophisticated use of
the standard method. Flat-field variations affect the noise characteristics of
the image, so they should be included in the iteration if they are significant.
For HST WF/PC data, flat-field variations are especially important near the
edges of the chips where the flat-field correction may be large. They are
also highly significant in cases where one is combining short and long
exposure images to correct for saturated pixels, since then the pixels from
the short exposure image are relatively much noiser than those from the
long exposure.
Bad pixels are really just a special case of flat-field variations in which
the sensitivity of the pixel is taken to be zero, so that there is no useful data
there. Similarly, the correct way to handle the edges of the image is to pretend that there are pixels beyond the edge, but that they are all bad. This
avoids introducing artifacts near the edges of images, which can occur
either because there are bright objects near or off the edge or because of the
“wrap-around” effects from using fast Fourier transforms (FFTs) to compute the convolutions.
If one thinks of flat-field variations and bad pixel masks as being an
intrinsic part of the response of the camera, it is relatively straightforward
to determine how they should be incorporated into the standard RL iteration. Let F(i) be the relative sensitivity for pixel i, so that the expected num16
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result of noise
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fact, ringing can
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ber of counts is F(i) I(i). Then the modified RL iteration is

) F ( i) P ( i
O new = O ( j )

i

j)

D ( i)
I ( i)

(6)

) F ( i) P ( i j)
i

Here D(i) has been flat-fielded by dividing the observed image by F(i)
(except at bad pixels where F(i) is zero).
When we are simply masking out bad pixels or pixels beyond the edge of
the data, F(i) is 1 at good pixels and 0 at bad pixels. This is equivalent to
omitting the bad pixels from the sums in equation 6. The advantage to retaining the mask array F(i) in this case is that it makes it possible to compute the
sums using FFTs if the PSF is spatially invariant.
The bad pixel and edge masks have been incorporated into the most recent
release of the LUCY task in STSDAS (see Bob Hanisch’s article on page 70
of this newsletter.)
Sub-sampling: It is possible to restore images using a pixel grid that is
sub-sampled compared to the observations (White 1990). For example, the
images in Figure 1 were restored using 3 × 3 object pixels for each observed
pixel. Sub-sampling can significantly improve the restoration of HST
WF/PC images, which undersample the PSFs except at the longest wavelengths.
Accelerated iteration: A technique for accelerating the RL method has
been discovered independently by several researchers (Kaufman 1987;
Holmes & Liu 1991; Hook & Lucy 1992.) The basic idea is that equation 5 is
replaced by
O new ( j ) = O ( j ) + A1O ( j )

(7)

where A is the same for all pixels but varies from one iteration to the next,
and 1O is given by

)P (i
1O ( j ) = O ( j )

j) (

i

D ( i)
% 1)
I ( i)

)P (i

(8)

j)

i

The value of A is chosen to maximize the likelihood L (Equation 3). This
value is most easily found using Newton’s method with the additional constraints that 1 < A < A
where Amax is determined by the requirement that
max
O new ( j ) & 0 .
The search for the best value of A can be performed with little additional
computation because the evaluation of ln L for different values of A does not
require any additional convolutions. The great majority of computing time in
the RL iteration goes into computing convolutions, so the time per iteration
for the acceleration RL method is only slightly larger than the time per iteration for the standard method.
If A=1 then Equations 7 and 8 reduce to the standard iteration. Each iteration of the accelerated method is worth approximately A iterations of the stanImage Restoration Newsletter / Summer 1993
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dard method. For typical HST restorations we have found speedup factors of
about 3, meaning that only 1/3 as many iterations are required to reach a
given level of convergence. The speedup factor can be much larger than this
if one is restoring images that constructed by summing together many WF/
PC images, because then the readout noise becomes very important and the
convergence of the standard iteration is very slow for faint objects. I have
seen one case where the accelerated iteration was a factor of 100 faster than
the standard iteration, meaning that the algorithm converged in about 20 iterations rather than the 2000 iterations required by the standard RL method!
Modified readout-noise iteration: It may be possible to change the way
readout noise is incorporated into the RL iteration to get more uniform convergence as a function of brightness level. The iteration modified for readout
noise is

)P (i
i

O new ( j ) = O ( j )

j)

D ( i) + C
I ( i) + C

)P (i

(9)

j)

i

with C = R2/K, where R is the readout noise in electrons and K is the number
of electrons per DN for the CCD (Snyder 1990; Snyder, Hammoud, & White
1993.) This is not the only possible form for the iteration, though; one variant
I have been exploring is

)P (i
O new ( j ) = O ( j )

i

j)

D ( i) + Q ( i)
I ( i) + C

I ( i) + Q ( i)
) P ( i j) I ( i) + C
i

(10)

The value of Q(i) must be large enough that I ( i ) + Q ( i ) & 0 . We do not yet
have much experience with this iteration (except of course for the case
Q(i) = C), but early experiments indicate that when Q is chosen to be as small
as possible, the convergence of the iteration is both more uniform and faster
than the iteration of Equation 9.
Damped iteration: This is an attempt to modify the RL iteration so that
noise amplification is suppressed. The modified algorithm recognizes regions
18
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Figure 2: Convergence to truth for restorations in Figure 1. Two measures of convergence are used:
the root mean square difference (RMS) and the mean absolute difference (MAD) between the restored
image and the truth. The dashed line shows how the error varies with iteration number for the standard
RL iteration, while the solid line shows the results for the damped iteration. The RMS is dominated by
large errors near the brightest stars, so it continues to decrease long after the RL nebula has obviously
become too noisy. The MAD corresponds better to subjective judgments of image quality. The middle
plot shows the error measures for a 64 x 64 pixel region centered on the lower edge of the nebula,
while the lower plots show the results for a 64 x 64 region around the central star..
of the data that are adequately fitted by a smooth model and avoids introducing additional structure there; however, in regions of the image where more
iterations are required to get a good fit to the data the standard RL correction
is applied. The effect is that the RL iteration is damped in regions of the
image where the restored image is already in good agreement with data,
where “good agreement” is defined as a local reduced +2 of about unity. Thus,
I refer to this as the damped iteration.
The approach I am currently using is to modify the likelihood function so
that it is “flatter” in the vicinity of a good fit. It is unlikely that this ad hoc
approach represents the best solution to the noise amplification problem, but
it does have the advantages that it is easy to implement and robust, and it
appears to produce better results than the RL method in many cases.
Figure 1 shows that there is much less noise amplification from the damped
Image Restoration Newsletter / Summer 1993
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iteration than from the RL iteration. Since this is a simulated image, we can
quantitatively study how the restored images from these two iterations compare to the true unblurred image. Figure 2 shows the error compared with the
truth as a function of number of iterations for both the standard RL and the
damped iteration. The quantitative measures confirm the qualitative judgement that too many iterations of the RL method lead to a poorer restored
image, while the damped iteration is more robust. The final damped result is
better than any of the RL results.
Entropy and other regularization approaches: It is possible to include
an entropy constraint on the image I to control noise amplification in a modified RL iteration (Núñez & Llacer 1991). This unfortunately leads to the
same sort of photometric linearity problems as one encounters with other
MEM restoration methods. However, Katsaggelos has demonstrated that is
is possible to get restorations with excellent photometric properties using
certain types of smoothness constraints (see page 30 of this newsletter), so it
may be possible to use similar constraints in a modified RL iteration.
Lucy has some interesting results that involve separating the image into a
smooth part and a sharp part, applying the regularization only to the smooth
part.
Blind deconvolution: Holmes (1992) has derived an iterative algorithm
for finding the maximum likelihood solution for both the unblurred image
and the PSF in the presence of Poisson statistics. This problem is usually
referred to as blind deconvolution. A maximum likelihood approach to blind
deconvolution is certain to fail unless one can place very strong constraints
on the properties of the PSF. For example, if one applies the Holmes iteration to HST images with no constraints on the PSF, the solution found is that
the unblurred image looks exactly like the data and the PSF is a delta-function. (A perfect fit to the data, but ludicrously far from the truth!) If one
applies a band-limit constraint on the PSF based on the size of the HST aperture, the result is little better: the PSF solution looks like a diffraction-limited
PSF rather than the true spherically aberrated PSF.
If one has either a star within the image or a separate PSF observation, one
can do much better by forcing the selected PSF objects to be point sources in
the restored image. One simple approach is to start with an initial guess for
the image that has a delta-function at the position of the star and is zero in
the other nearby pixels. Then it is really possible to get estimates of both the
unblurred image and the PSF from the Holmes iteration.
20
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Image

PSF

Raw

Figure 3: Demonstration of blind deconvolution on simulated PC image. Bottom panel: raw image
(wrap-around boundary conditions were used). Star on right was used as PSF star by setting right
half of initial guess to zero except at the pixel where the star is located. Three of the five stars on the
left are brighter than the PSF star. Top panels: image and PSF computed using blind iteration. Note
that the computed PSF has considerably higher signal-to-noise than the PSF star, indicating that the
algorithm managed to use the stellar images of the brighter stars to improve the PSF estimate.

This may look to be of only academic interest, but in fact it may be the
solution to an important problem for HST images. Most HST deconvolutions are carried out using observed PSFs, because theoretically computed
PSFs (using the Tiny TIM software, for example) are usually not a very
good match to the observations. The noise in observed PSFs presents a
problem, however: when using a noisy PSF, the restoration algorithm ought
to account for the fact that both the image and the PSF are noisy. The RL
method (and other commonly used image restoration methods) assume that
the PSF is perfectly known, which is incorrect. The blind deconvolution
approach allows one to construct an algorithm that takes as input a noisy
Image Restoration Newsletter / Summer 1993
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image and a noisy PSF observation and to construct as output estimates of
both the PSF and the unblurred image.
Early experiments indicate that this method may be especially useful in
crowded stellar fields where it is difficult to find isolated PSF stars. In that
case one can start with a very noisy PSF star (either on the edge of the
crowded region or from a separate observation) and then can improve the PSF
estimate using the overlapping PSFs of stars in the crowded region (Figure 3).
The final PSF is considerably more accurate than the original noisy PSF,
which in turn leads to better restorations of the unblurred image.
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Sample Simulated
Data Sets
Figure 1: Samples from the suite of WFPC test images. Upper left:
truth image for M51 simulation. Upper right: M51 data convolved
with WF PSF. Lower left: truth image for the planetary nebula simulation. Lower right: planetary nebular data convolved with PC
PSF (narrow band). See article on page 76 for more details.
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FMAPE/MLE with
Cross-Validation

Cross-Validation

by Jorge Núñez
Universitat de Barcelona
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uring my visit to the Space
Telescope Science Institute
(STScI) in November 1992, I tested
the FMAPE (Fast Maximum a Posteriori with Entropy prior) and MLE
(Maximum Likelihood Estimator)
algorithms with cross-validation
using real and semi-real HST data. I
performed also some preliminary
comparisons of the method versus
the Richardson-Lucy method as
implemented in STSDAS and the
MEMSYS5 algorithm via the MEM
front-end program developed by
Nick Weir (Caltech). I will describe
here the major characteristics of our
method and present some results
obtained during the visit and the
posterior work. See Núñez and
Llacer (1991, 1993) for details.

FMAPE
The FMAPE algorithm is a general Bayesian algorithm with
entropy prior for image reconstruction that solves both the case of
Poisson data (e.g., FOC) and the
case of Poisson data with Gaussian
readout noise (e.g., CCDs, WF/PC,
WFPC2). We have used the algorithm with the cross-validation
method to determine the Bayesian
hyperparameter or the stopping
point for Maximum Likelihood. We
present here the major characteristics of the method. See Núñez and
Llacer (1991, 1993) for details.
The FMAPE algorithm solves
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both the case of pure Poisson data
and the case of Poisson data with
Gaussian readout noise in the Bayesian framework. The entropy prior
allows the regularization of the
solution with a hyperparameter that
can be adjusted in a statistically
meaningful way if two independent
half-images can be obtained (crossvalidation). That framework also
allows for the inclusion of a default
map. The main loop of the algorithm is similar in nature to the
Expectation Maximization (EM)
algorithm. For the case without
readout noise, that loop is very similar to the Richardson-Lucy algorithm. For the case with readout
noise, the nature of the loop is still
similar to the EM algorithm but the
data to be used at each iteration are
recomputed from the original data
and from the projection of the
image estimate at that iteration. The
algorithm is always positive and can
be accelerated up to 2 to 3 times.
Flat field corrections are applied to
the PSF directly and background is
removed in a statistically correct
manner. The algorithm also includes
the Maximum Likelihood (MLE)
method as a particular case for both
the Poisson and the Poisson with
readout noise models.

Cross-Validation
All the Bayesian or Maximum
Likelihood methods (MEMSYS,

Cross-Validation
Figure 1: Simulated HST WF
camera raw image—the image
of stars in the cluster is simulated, but readout noise and cosmic ray hits are real.

Figure 2: Same raw image as
Figure 1, but for the HST WF2
camera.

nu2001.imh

Richardson-Lucy, FMAPE, etc.)
have an important parameter to be
determined. In the Bayesian case,
the problem is how to balance the
terms of prior information (entropy)
and likelihood. In the case of Maximum Likelihood, the problem is
how far to iterate towards maximizing the likelihood.
We have shown that the likelihood cross-validation method can
be used to obtain the value of the
balancing hyperparameter in the
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Bayesian case, or the iteration stopping point for the Maximum Likelihood case. The cross-validation
method is of general application,
thus, I will describe it in some
detail.
Consider the data being split into
two halves, A and B. This splitting
can be obtained in two ways: a) as a
result of two independent but successive exposures, and b) as a result
of a thinning process if only one
data set is available. Thinning is a
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Figure 3: FMAPE plus crossvalidation reconstruction of the
WF image displayed in Figure 1.

Figure 4: FMAPE plus crossvalidation reconstruction of the
WF2 image displayed in
Figure 2.
nu2003.imh

statistical process to decrease the
number of counts without changing
the Poisson nature of the data. The
division of one data set into two
halves is carried out as follows: for
each individual count (photon) in
each pixel of the data, generate a
random number between 0 and 1. If
the number is less than 0.5 the count
is assigned to the corresponding
pixel of data set A, else it is assigned
to data set B. It is a standard result in
statistics that, if the data is Poisson
26

distributed, (no readout noise), the
thinning process results in two new
Poisson distributed data sets with
means that are one half of the means
of the original data set. If the data
are not purely Poisson because there
is readout noise, the thinning process
described above is only an approximation. If the pixel that we are considering has a signal considerably
above the level of the readout noise,
thinning will split correctly the
“Poisson” part. The thinning process
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Cross-Validation

The after fixing the
“Even
spherical aberration
problem, image
reconstruction can
play an important
role in improving
performance of the
HST beyond the
original design of the
telescope.”

will work in practice for most of the
interesting objects in the image. If
there is substantial readout noise in
the data, it is preferable to work
with two real consecutive exposures. The loss due to having twice
the readout noise is largely compensated by the gains of having two
true realizations for cross-validation
purposes, of being able to eliminate
cosmic-rays hits and other defects,
and of eliminating noise artifacts in
the final addition of the two halves
of the reconstructions.
Once we have obtained the two
data sets, the method consists of the
following steps: For the Bayesian
case, reconstruct the data set A with
a given hyperparameter and compute the following two quantities at
convergence: a) the logarithm of the
likelihood of data set A with respect
to the reconstructed image A
(Direct likelihood) and b) the logarithm of the likelihood of data set B
with respect to the reconstructed
image A (Cross-likelihood). For the
maximum likelihood case, the same
quantities are computed at the end
of each iteration.
While the reconstruction process
is working on features that are common to both data sets (the signal),
both the Direct likelihood and the
Cross-likelihood will increase.
When the process begins to reconstruct artifacts that are due mainly
to noise in data set A, by reconstructing with a large enough hyperparameter (Bayesian) or by iterating

past a certain point (Maximum likelihood), the Direct likelihood will
continue increasing because the
reconstruction continues being consistent with the data set from which
it originated. However, the Crosslikelihood will reach a maximum,
decreasing afterwards because the
noise in data set B is different from
the noise in data set A and the image
is now acquiring features that are
specific to the statistical random
fluctuations of data set A.
The maximum of the Cross-likelihood curve gives us a method of
computing the balancing parameter
in the Bayesian reconstruction or
determining a stopping point for the
maximum likelihood algorithm.
After reconstructing the data set A,
the process is repeated for data set
B, obtaining the cross-likelihood
with respect to data set A. After
obtaining the two balancing parameters in the Bayesian case or the two
stopping points for the two halves,
both reconstructions are added to
obtain the final result. During the
final addition of the two half images,
residual artifacts due to the reconstruction process that are not common to both reconstructions can also
be easily eliminated. A slight filtering with a Gaussian kernel corresponding to the theoretical
unaberrated diffraction limit of the
telescope (or a fraction of it) is
advised.
The cross-validation method also
allows one to restrict the test to
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regions of interest in which the
objects we wish to study are located,
or to restrict the test to detectors with
less of certain number of counts, etc.
The cross-validation method is
robust for the following reasons: a)
both data sets have the same signal;
b) the statistical nature of the noise is
identical in both cases; c) the noise is
independent in the two data sets and
d) they have the same Point Spread
Function. The cross-validation
method is more robust than other
methods as the +2 test or the feasibility test because imperfections in the
knowledge of the statistical nature of
the data or of the PSF are handled
equally in both half-images.

Reconstructions
To illustrate how the FMAPE with
cross-validation works, we present
here reconstructions of simulated
data for the WF/PC and WFPC2.
The data have been generated at the
STScI by Robert J. Hanisch and coworkers in the following way: a) a
stellar cluster was simulated by computer in 256x256 pixels. b) the “truth
image” was convolved with a (wide
field mode) space invariant PSF generated using the STScI TinyTIM
package using the COSTAR option
for the WFPC2 case, c) two independent Poisson realizations (using two
different seeds) were obtained for
WF and another two for the WF2, d)
As a simulation of readout noise and
cosmic ray hits, two sections (in
which there are no stars) of a real
observation of the object NGC4151
were added. These two sections contain real readout noise, transmission
telescope-ground noise and cosmic
ray hits.
Figure 1 shows the addition of the
two independent WF camera images.
This image represents what an
observer would obtain by taking a
28

single exposure of the cluster with
the WF camera, instead of taking
two consecutive frames of half
exposure time each, except for a
doubling of the readout noise. Figure
2 shows the same but for the WF2
case.
Figure 3 shows the reconstruction
of the WF image displayed in Figure
1 using the FMAPE plus cross-validation method applied to the two
WF half-images. A comparison of
the raw data (Figure 1) and the
reconstruction (Figure 3) shows the
high quality achieved in the reconstruction process. We can also compare the reconstruction with the
WF2 raw image of Figure 2 to show
that the original unaberrated resolution has been recovered almost
totally.
Figure 4 shows the reconstruction
of the WF2 image of Figure 2.
Again the improvement in resolution
with respect to the raw data is evident. In fact, the resolution of the
original image has been almost completely recovered.
Three important conclusions can
be derived from this example: 1)
There are substantial gains to be
achieved by taking two exposures of
half the time instead of a single
exposure. 2) It is almost possible to
recover, at least in some cases, the
original specifications of the HST by
the use of image reconstruction. 3)
Even after fixing the spherical aberration problem, image reconstruction can play an important role in
improving the performance of the
HST beyond the original design of
the telescope.
We have carried out some comparisons of our technique with the
Richardson-Lucy and the MEMSYS5 methods. It appears that the
FMAPE plus cross-validation algorithm reconstructs better both the
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point and extended sources while
keeping a low background with very
few noise spikes. However, we
should mention that both the R-L
and MEMSYS5 results could be
improved by introducing into those
algorithms some elements of our
method (not directly related to the
FMAPE algorithm itself), like, for
example, the division in two halves,
cross-validation and final addition
for suppression of noise spikes.

Bayesian reconstruction algorithms with likelihood cross-validation, in: First Annual
Conference on Astronomical Data
Analysis Software and Systems.
PASP Conf. Ser., 25, 210, 1991.
2. Núñez, J., and Llacer, J., A general
Bayesian image reconstruction
algorithm with entropy prior:
application to Hubble Space Telescope cameras. To appear in PASP,
1993.
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Simulated Data
Figure 1: Samples from the suite of WFPC test images. Upper left:
truth image for the star cluster. Upper right: simulated WF image with
constant PSF model. Lower left: simulated WF image with space-variant PSF model. Lower right: simulated WF-2 image with space-variant PSF model. See article on page 76 for more details.
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Restoration of HST Images
by Aggelos K. Katsaggelos
Northwestern University
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he quality of the images acquired by the Hubble Space Telescope
(HST) is seriously degraded due to the spherical aberration of its primary
mirror (see, for example, [18] for a description of the types of degradations,
and well as some of the early results in restoring such images). In this article
we describe two approaches for providing solutions to some of the outstanding problems and for further improving the quality of the restored images.
We focus on the processing of images obtained with the Wide Field/Planetary Camera (WFPC). In the sections below we briefly discuss our
approaches and present some preliminary restoration results.

Iterative Adaptive Regularized Restoration
Algorithms
Sophisticated regularization and spatial adaptivity are, in our opinion, two
of the important issues in improving the quality of the restored HST images.
We have been applying iterative algorithms for solving the regularized
image restoration problem. The regularization is introduced following a set
theoretic approach. Such iterative algorithms can be adaptive in both the spatial as well as the iteration domain. They can also be formulated to handle
noise with distributions other than Gaussian. Forms of the algorithms which
exhibit faster convergence rates are also considered. The form of the iterative algorithms is described first followed by an outline of our research plans
and objectives.

Description of the Algorithms
More specifically, let us consider the following degradation model
y=Dx+n

(1)

where y, x and n represent the stacked degraded and original images and the
noise, respectively. The matrix D represents the linear spatially invariant or
spatially varying distortion. A recent review and classification of the algorithms which have appeared in the literature for solving Equation 1 can be
found in [15].
The general form of the iterative algorithm we are using for obtaining a
regularized solution to Equation 1 is the following
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x 0 = 2D T y
x k + 1 = x̃ k + 2 ( D T W Tk W k y % ( D T W Tk W k D % ( k C T F Tk F k C ) x̃ k )

x̃ k = P ( x k )

(2)

The derivation of the various forms of iteration (2) is described in detail in [8,
9, 10, 11, 13, 14, 16]. It is based on a set theoretic regularization approach,
which is outlined as follows. Prior knowledge constrains the solution to belong
to the set ||Cx||2F , E2, where C represents a high-pass filter. That is, this constraint is imposing a smoothness requirement on the solution, by bounding the
high frequency energy of the restored signal. The diagonal weight matrix F has
entries in the range [0,1], which represent a measure of the spatial activity.
clearly determines the spatial adaptivity requirement. F is such that at the edges,
the corresponding entry is equal to 0, while in the flat regions equal to 1, and it
takes in between values depending on the spatial activity. Thus, at the edges the
smoothness constraint is disabled, and the solution is the inverse filtering solution. This solution is sharp but noisy. This is a desirable result since the edges in
the restored image are not blurred, while the noise, although present, is not visible, as is known from psychovisual experiments [anderson]. A number of ways
to measure the spatial activity in an image and also define the matrix F are discussed in detail in [3].
The noise is assumed to belong to the set ||n||2W , 32. A given observation y
combines with this set to define a new set which must contain the original solution, that is,
||y – Dx||2W , 32. The diagonal weight matrix W has the opposite effect than F. In
other words, in the flat regions its corresponding entries are equal to 0 (that is,
no deconvolution is performed and a “smooth” solution is adequate), while at
the edges its entries are equal to 1, which means that “full deconvolution” is
employed. Various ways to define W are also discussed in [11, 3].
In iteration (2), the weight matrices F and W which introduce the spatial adaptivity are updated at each iteration step, based on the available restored image.
This is a necessary step primarily with severe blurs and low SNRs, since the
measure of the spatial activity based on the observed image is in error.
The regularization parameter ( is also updated at each iteration step. This
parameter is controlling the trade-off between smoothness of the solution and
fidelity to the data. Its evaluation is very important. A number of approaches for
choosing ( are proposed and compared with existing approaches in [5]. If the
bounds E and 3 introduced above are known, then a value of ( is equal to (3/E)2.
However, accurate knowledge of such bounds is not usually possible. We propose above in iteration (2) the iterative updating of ( based on the available
restored image at each iteration. More specifically, we propose in [6, 16] that

(k =

|| y % Dx k || 2W
|| Cx k || 2F + ! k
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Figure 1: Application of the iterative algorithm to an HST image of Saturn. The figure at the left is the original blurred image; the figure at the right is the restored image.

where !k is evaluated so that the denominator is bounded away from zero,
and also satisfies some optimality criterion.
Finally in iteration (2) the operator P represents a projection operator. It
constrains the restored image to satisfy a property known a priori, by projecting the image available at each iteration step onto the convex set of signals which have such a property. It expresses in other words additional prior
information about the solution. A representative example of such a constraint is the positivity constraint.
One of the important issues in dealing with iterative algorithms is the
establishment of their convergence. The parameter 2 is used to determine
convergence as well as the rate of convergence. The convergence analysis of
iteration (2) has been established and easy to verify sufficient convergence
conditions have been derived.
It is emphasized here that although iteration (2) has been presented in a
matrix-vector form its implementation is not necessarily in this same form.
In other words, the pointwise implementation is usually performed, or the
discrete frequency implementation is preferred, if iteration (2) can be written
in the discrete frequency domain (D, C, block-circulant and W=F=I). An
example of the application of iteration (2) to the restoration of an HST Saturn image is shown in Figure 1.

Research Objectives
In summary, our plans and expectations in working with HST images are
to:
• Determine the trade-off in quality of the restored HST images and sophistication and efficient implementation of the iterative algorithm. For example, based on our extensive experience with the restoration of other images
but also on initial experience with the restoration of HST images, the
incorporation of F and W can greatly improve the restoration results with
most images that exhibit well defined distinct edges. However, a price paid
is that the implementation cannot be carried out in the frequency domain
32
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(assuming that D and C are block-circulant). In [7] an approximation of
the weights F and W by block-circulant matrices is proposed which allows
for the discrete frequency implementation of the algorithm.
• Develop efficient implementations of the iterative algorithm. That is,
extend or modify the algorithm so that the rate of convergence increases,
but at the same time, the computational complexity increases slightly, or
even better a frequency domain implementation may be allowed [12]. A
representative example is given in [7], where (k in (2) is replaced by a
block-circulant matrix Ak with W=F=I. This means that a different regularization parameter is evaluated at each discrete frequency. Based on a large
number of experiments, the number of iterations required for convergence
in this case is reduced by an order of magnitude. We have been implementing all versions of algorithm (2) using IDL, which results in better
performances than standard C or Fortran implementations. We plan to
compare the results obtained by the various versions of iteration (2) with
other popular restoration algorithms in the astronomical community (e.g.,
Lucy’s algorithm), in terms of resolution enhancement, relative power
estimation (photometric measures) and accuracy of peak location.
• Apply iteration (2) to the case of a spatially varying PSF, since it is
reported in [18] that the PSF in the WFPC changes with position in the
field of view of the camera. We are currently using such algorithms for
restoring frames in an image sequence which have been blurred due to
rapid motion. The PSF changes in this case at each pixel, as determined by
the velocity field. The convergence analysis of the algorithm with (k fixed
has been presented in [11]. Iterative algorithms represent the only way to
handle the restoration of spatially variant blurs. Iteration (2) offers the
additional advantages of spatial and iteration domain adaptivity, as well as
incorporation of additional information about the original image into the
iteration with the use of the projection operator P.
• Derivation of an adaptive iterative restoration algorithm based on robust
functionals. We propose to use non-quadratic functionals in defining the
sets to be used in the regularization of the problem, as was done in [19].
The reason for this is two-fold: with a non-quadratic functional for the definition of the noise set, a wide class of noise distributions can be represented accurately, while with a non-quadratic functional for the definition
of the smoothness set sharp transitions in the signal can be considered. A
steepest descent algorithm has been derived and analyzed in [19] for a
large number of non-quadratic functionals. The selection of approapriate
non-quadratic functionals for the restoration of HST images will be investigated.

A Wavelet-Based Restoration Approach
An alternative approach for spatially adaptive regularized restoration is
currently under development. Such an approach can capture both the spatially varying nature of images and result in algorithms with modest computational requirements. We propose to decompose both the degraded and the
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desired image into multiple channels based on their local frequency content.
This is accomplished by a filter bank based on the wavelet transform (WT).
The restoration problem is then transformed into a multi-channel restoration
problem [4].
The advantages of using a multi-channel restoration approach in the wavelet domain are:
• It allows for the regularization of each channel separately, taking into
account the local properties of both the image and the noise. Furthermore,
it offers the flexibility of incorporating the between channel relations into
the restoration. Thus, the problems of stochastic MAP-based space-variant
regularization approaches (extremely time consuming algorithms) are
avoided.
• We have shown [2] that the proposed wavelet-based filter bank yields equations which involve matrices with special structures [17]. This results in
computationally efficient algorithms.
• It offers a flexible approach to introduce prior knowledge at various resolution levels. It is well-known that in ill-posed image recovery problems, regularization using smoothness as prior knowledge compromises the
resolution of the restoration. Since, intuitively speaking, one has higher
confidence in the restoration of lower resolution features, the wavelet
approach allows for the resolution/accuracy trade-off to be addressed
directly at every resolution level. This allows data and prior information
about the original image to be incorporated into the same restoration algorithm at different resolution levels, thus offering a natural environment for
data fusion applications.
In an initial study the proposed approach was applied to the restoration of
the 256 × 256 “Lena” image (see Figure 2) which was degraded by an 11 × 11
uniform blur and 40 dB blurred SNR (upper left corner). Three Wiener filter
restorations are shown, using the full image (upper right corner), a 4 channel
wavelet decomposition (lower left corner) and a 16 channel decomposition
(lower right corner). The corresponding improvements are also shown, where
the improvement in signal-to-noise ratio is defined in dB by
ISNR = 20 log

|| y % x||
|| x % x^ ||

^
where y, x and x,
are respectively the blurred, original and restored image. It
is clear that the 16 channel restoration is a very impressive one, based on
visual inspection and on the ISNR measure.
We are currently applying this method to the restoration of HST images.
One of the challenges is to determine the similarities between channels in the
wavelet domain, so that we take full advantage of the multi-channel restoration approach. So, for example, if a multi-channel Wiener filtering is chosen,
the auto- and cross-correlations between channels need to be defined from the
noisy-blurred image.

34
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Figure 2: The original “Lena” image is
shown at the right. The four lower
images show wavelet restoration results.
Upper left: blurred image. Upper right:
Wiener restoration of full image. Lower
left: 4-channel wavelet decomposition.
Lower right: 16-channel decomposition.

Image Restoration Newsletter / Summer 1993

35

Iterative Adaptive Algorithms

References
1. G.L. Anderson and A.N. Netravali, Images restoration based on a subjective criterion, IEEE Trans. Syst. Man Cybern., vol. 6, pp. 845-853, 1976.
2. M.R. Banham, N.P Galatsanos, A.K. Katsaggelos and H. Gonzalez, Restoration of single channel images with multichannel filtering in the wavelet domain, Proc. IEEE Int’l. Conf. Syst., Man, and Cyber., pp. 1558-1563,
Chicago, IL, Oct. 1992.
3. S. N. Efstratiadis and A. K. Katsaggelos, Adaptive iterative image restoration with reduced computational load, Optical Engineering, vol. 29, pp.
1458-1468, Dec. 1990.
4. N.P. Galatsanos, A.K. Katsaggelos, R.T. Chin, A. Hillery, Least squares
restoration of multi-channel images, IEEE Trans. Signal Processing, vol.
39, no. 10, pp. 2222-2236, Oct. 1991.
5. N.P. Galatsanos and A.K. Katsaggelos, Methods for choosing the regularization parameter and estimating the noise variance in image restoration
and their relation, IEEE Trans. Image Processing, vol. 1, pp. 322-336,
July 1992.
6. M.G. Kang and A.K. Katsaggelos, Iterative image restoration with simultaneous estimation of the regularization parameter, IEEE Trans. Signal
Processing, vol. 40, no. 9, pp. 2329-2334, Sept. 1992.
7. M.G. Kang, Iteration adaptive regularized image restoration algorithms,
Ph.D. proposal, Nortwestern University, Department of EECS, Evanston,
IL, Dec. 1992.
8. A. K. Katsaggelos, J. Biemond, R. M. Mersereau and R. W. Schafer, A
general formulation of constrained iterative restoration algorithms, Proc.
1985 Int. Conf. Acoust., Speech, Signal Processing, pp. 700-703, Tampa,
FL, March 1985.
9. A. K. Katsaggelos, J. Biemond, R. M. Mersereau and R. W. Schafer, Nonstationary iterative image restoration, Proc. 1985 Int. Conf. Acoust.,
Speech, Signal Processing, pp.696-699, Tampa, FL, March 1985.
10. A. K. Katsaggelos, A general formulation of adaptive iterative image
restoration algorithms, Proc. 1986 Conf. Inf. Sciences and Systems, pp.
42-47, Princeton, NJ, March 1986.

36

Image Restoration Newsletter / Summer 1993

Algorithms

11. A. K. Katsaggelos, Iterative image restoration algorithms, Optical Engineering, special issue on Visual Communications and Image Processing,
vol. 28, no. 7, pp. 735-748, July 1989.
12. A. K. Katsaggelos and S. N. Efstratiadis, A class of iterative signal restoration algorithms, IEEE Trans. Acoust., Speech, Signal Processing, vol.
38, pp. 778-786, May 1990 (reprinted in Digital Image Processing, R.
Chellappa, ed., IEEE Computer Society Press).
13. A. K. Katsaggelos, A multiple input image restoration approach, Journal
of Visual Comm. and Image Representation, vol. 1, pp. 93-103, Sept. 1990
14. A. K. Katsaggelos, J. Biemond, R. W. Schafer and R. M. Mersereau, A
regularized iterative image restoration algorithm, IEEE Trans. Signal Processing, vol. 39, no. 4, pp. 914-929, April 1991.
15. A.K. Katsaggelos, editor, Digital Image Restoration, Springer Series in
Information Sciences, vol. 23, Springer-Verlag, 1991.
16. A. K. Katsaggelos and M. G. Kang, Iterative evaluation of the regularization parameter in regularized image restoration, Journal of Visual
Comm. and Image Representation, special issue on Image Restoration,
A.K. Katsaggelos and R. Mammone, eds., Dec. 1992.
17. A.K. Katsaggelos, K.T. Lay and N. P. Galatsanos, A general framework
for frequency domain multi-channel signal processing, to appear, IEEE
Trans. Image Processing, July 1993.
18. R. L. White, Restoration of of images and spectra from the Hubble Space
Telescope, Proc. 1991 Conf. Inf. Sciences and Systems, pp. 655-660, The
Johns Hopkins University, Baltimore, MD, March 1991.
19. M.E. Zervakis, A.K. Katsaggelos, and T.M. Kwon, Representation and
restoration of digital images based on robust functionals, submitted for
publication, IEEE Trans. Image Processing.

Image Restoration Newsletter / Summer 1993

37

Algorithms

Image Preprocessing

Image Preprocessing

38

Fourier Restoration and
Image Preprocessing
by Ivo Busko
STScI and INPE

T

he description of an actual
imaging problem as in HST, for
instance, is generally based on a linear convolution model. On the other
hand, image restoration methods that
rely on computations in Fourier
space are intrinsically assuming that
the observed image is the result of a
circular convolution (i.e., the function is assumed to be periodic). Any
deviations from a perfect circular
convolution are going to manifest
themselves on the restored image as
artifacts at image edges, as well as a
general loss of information at high
spatial frequencies.
Most HST images are already near
to satisfying the circularity assumption, since sky background is normally dark and/or constant, and any
bright source is usually placed at the
field center. However, if a bright
source happens by chance to be near
an image edge, problems are sure to
happen.
In iterative methods that use Fourier transforms but perform part of
the computations in data space, it is
in principle possible to correct for
those effects. A good example is the
edge processing performed by the
modified Lucy method, described on
page 70 of this newsletter. In noniterative methods, however, the only
way to correct, or at least minimize,
those effects, is by preprocessing the
image to be restored. Although often

quoted in textbooks, standard windowing techniques do not give good
results, essentially because they actually decrease the amount of signal
(information) available to the restoration algorithm. This usually ends up
as a loss of spatial resolution in the
restored image, as well as loss of
most of the information near the
image’s perimeter. In the same way,
extending edges with a constant value
is only of partial help, as will be
shown below.
Other techniques exist, however,
and their basic idea is to “edit” the
image in such a way that no information is lost, at the same time reshaping
it to comply to the circular convolution hypothesis (Bates & McDonnell
1986, Image Restoration and Reconstruction, Claredon Press, Oxford).
Figure 1 depicts the relationship
between the field being imaged, the
imaging system’s PSF and the data
actually collected. Due to the finite
size of the PSF, data collected by a
device that spans the data frame portion of the image plane contains
information about a larger region,
hereafter named the image frame.
This image frame is comprised by the
data frame itself plus the region
labeled 1 in Figure 1. In other words,
the image to be restored exists in that
larger region, although data is available only in a subset of it, the data
frame. The distance between edges of

Image Restoration Newsletter / Summer 1993

Image Preprocessing
Figure 1: Relationship between
data, PSF, and preprocessed
regions.

2
1
Data Frame

PSF Support

.

Image Frame

Overlap Region

data and image frames is half the
PSF support size.1
Again due to finite size of the PSF,
the image that exists inside the
image frame must have influence on
a larger region outside it, which is
labeled overlap region and numbered as region 2 in Figure 1, by the
reason explained below. This
region’s edge also stays half the PSF
support size away from the image
frame edge.
The circular convolution hypothesis is fulfilled by allowing the image
frame to replicate itself, edge against
edge, all over the image plane in an
infinite periodic pattern. We see now
why the external region in Figure 1
is labeled as an overlap region: it is
superposed on the replicas all
around our image, but it is also filled
in by light that spills over from the
image frame. The same is true for
the image frame’s region outside the
data frame (region 1); it also
receives light that spills over from
the neighbor image frames through
their overlap regions.
This overlapping exists only outside the data frame, so the editing
must be performed only there. The
1.
Support is, roughly speaking, the
object plane region were the function
exists. In our practical, discretized case,
the PSF support is simply the data array
that contains the PSF.

editing operation called for is an
edge extension, in which the region
outside the data frame is filled up
with a signal that results in the full
image (data frame plus extended
edge) being consistent with circular
convolution.
There are basically two ways to
extend the edges: simple extension
and overlapped extension. In simple
extension, signal inside the data
frame is extrapolated up to the overlap region’s outer edge (region 2), in
such a way that the extrapolated signal at data frame edges has the same
mean and first derivative as the signal inside the data frame, and
smoothly tapers to zero at the outer
edges. In overlapped edge extension,
the region to be filled with the
extrapolated signal ends at the outer
image frame edge instead, so only
region 1 needs to be filled up with
that signal. The extrapolating function does not taper to zero, instead it
must be arranged to be truly periodic, in the sense that its functional
behavior is duplicated in the neighborhoods of opposite points at the
image frame edges. Of course, it
must also comply with the smoothness and continuity constraints
imposed by the mean and first derivative, as with simple edge extension.
Overlapped extension produces
somewhat better results than simple
extension, because the extended
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Figure 2: Wiener restorations of the
same simulated WFC field, which
contains a single star at the lower left
corner. Upper left: no preprocessing.
Upper right: edges extended with
zeros. Lower left: Welch data window. Lower right: overlapped edge
extension. Gray scale in each panel
spans 0.8% of corresponding image’s
full scale.

image with overlapping is closer to
perfect circularity. Also, it is of
advantage as regards execution
speed, since the original image’s
size in each axis is increased by the
PSF support size only. Simple
extension asks for an increase of
two times the PSF size.
Figure 2 depicts results obtained
from a 128 × 128 simulated WFC
image, in which one single bright
star sits with its central core just one
pixel away from the image edge.
The four panels were obtained by
Wiener filtering different preprocessed versions, keeping constant
filter settings.
If no preprocessing is done, conspicuous wrap-around artifacts spoil
the result and the filter is plainly
unable to recover the star image.
Extending the edges with zeros cancels wrap-around artifacts, but the
restoration is still poor. A Welch
(cosine-bell) window also removes
most artifacts, but also removes so
much signal power from the star
itself that it is not recovered. Overlapped edge extension avoids wraparound artifacts, and at the same
time keeps the high frequency con40

tent of the original data undisturbed.
The overlapped edge extension
technique was realized in the IRAF/
STSDAS environment as a task,
edge, which has to be supplied
with just the input and output image
names, as well as the size of the
edge region to be created. The task
also implements optionally standard data windows, as Welch, Hanning and Parzen types.
Notice that when using the stsdas.restore.wiener task
with edge-extended input images,
incorrect results may be obtained if
the signal model is being computed
from the input image itself, since the
task will be estimating the signal
power spectrum from the edgeextended image, instead from the
original one. The correct procedure
in this case is to create an auxiliary
image that is the original input
image with edges zero-extended up
to the same size as the preprocessed
input image, and use it as signal
model for the wiener task. Other
signal model options in this task are
not affected by the edge extension
procedure.
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Oversampled PSFs in
Fourier Restoration
by Ivo Busko
STScI and INPE

T

he availability of synthetic
PSFs computed in a finer pixel grid
than the one defined by the camera
detector elements was already
exploited in HST image restoration
by the Richardson-Lucy and Maximum Entropy methods. Experiments showed that PSF oversampling can also be of help when
using simpler non-iterative Fourier
restoration techniques, as in the
stsdas.restore.wiener
task. The improvement in visual
quality in WFPC images is significant, particularly in crowded stellar
fields, as show by the examples in
Figure 1.
The procedure is very simple:
before submitting the image to restoration, it must be block replicated
(e.g., by task images.blkrep)
by the same factor as the (synthetic) PSF was oversampled in
relation to the original camera pixel
grid. This will result in a larger
image, with a corresponding processing time penalty. But since res-

toration will be non-iterative,
processing time will still be small
when compared to iterative restoration algorithms.
The block replication operation
introduces artificial high frequency
components and aliasing in the
image, however. These have to be
attenuated by low pass filtering. This
operation can be performed before
restoration by convolving the block
replicated image with a suitable kernel (e.g., using task images.
gauss). The low pass filter available in wiener task is more appropriate, however, since its optional
“square” mode fits precisely the 2-D
shape of the block replication Fourier contamination. The filter kernel
full width must be set to ~ 0.8 – 1.0
times the oversampling factor. This
ensures that the high frequency content available in the oversampled
PSF is optimally used, at the same
time attenuating most of the
unwanted power originated by block
replication.

Figure 1: WFC
Wiener restorations
with oversampling.
Top left: Simulated
image x 1. Top right:
Simulated image x 4.
Bottom left: Actual
R136 cluster image
x 1. Bottom right:
R136 image x 4. Grey
scale in each panel
spans 4% of image’s
full scale. PSFs computed using TinyTIM.
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Resolution Enhancement in
HST Image Restoration
by Nailong Wu
STScI

Resolution

A

42

quantitative study of resolution enhancement in HST image
restoration is in progress. Theoretical argument and experience have
shown that the resolution of HST
images may be enhanced using
image restoration techniques (see
Lucy, L.B., AJ, 104, 1260 and A&A,
61, 706). The purpose of our experiments is to study resolution
enhancement quantitatively for the
HST cameras using several different restoration methods and simulated images. To date we have
concentrated on the Wide Field
Camera, but intend to extend the
study to FOC, FOC with COSTAR,
and WF/PC II. The restoration techniques being utilized include the
Richardson-Lucy method, MEM/
MemSys5 (both the “historic” and
“classic” methods), mem0, and in
some cases the Wiener and inverse
filters.
Three types of simulated images
are being used: (i) a single point
source (star) for observing peak
sharpening, (ii) two point sources
(stars) of equal amplitude for
observing resolution, and (iii) a single extended source for control
experiments (to test for cases of
false resolution).

Resolution Criteria
The criteria used for resolution
include peak sharpening (where the
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full width at half maximum is used
to measure the width of a single
peak) and the modified Rayleigh
criterion (to define the justresolved separation of two peaks).
For the modified Rayleigh criterion
one defines two quantities R1 and
R2:
R1 =

2I 2
I1 + I3

R 2 = min {

I1 I3
, }
I3 I1

I1 I2 I3
1

Two peaks are said to be wellresolved if R1 < 0.811 and
R2 > 0.667, and not-resolved if
R1 > 0.811 or R2 < 0.667. The separation at which two peaks are neither well-resolved nor not-resolved
is called the just-resolved separation. A small value of it indicates
high resolution. In the experiments
two peaks are moved towards each
other in small steps starting with a
sufficiently large separation that
there is no doubt about their being
resolved. The just-resolved separation is determined with some accu-

Resolution

Table 1: Peak width reduction factors.

M5 (clas.)

mem0

Lucy

M5 (hist.)

2.3

2.2

2.1

2.0

racy by the turning point from wellresolved to not-resolved.
While the FWHM and the modified
Rayleigh criterion are not perfect, they
have proven to be useful in studying
the resolution of HST images.

Implementation
The peak values (in DNs) of sources
are chosen to be 4000 (saturation),
1000 (typical), 250, 62.5 (62 nominal), and 15.625 (15 nominal);
namely, stepping down from 4000
(highest) to 15 (lowest) with a ratio of
4. To generate a simulated image, the
true image (having a point source or
two point sources located in a row) is
convolved with a camera’s PSF, and
then readout and Poisson noise is
added. For WFC pre-servicing mission data, the readout noise rms is 13
electrons or 13/7.5 = 1.8 DNs. The
gain for calculating the Poisson noise
is 7.5 electrons/DN. Since the noise
causes significant uncertainty in the
experiments when SNRs (signal-tonoise ratios) are low, the experiments
are carried out for different realizations of the noise using different seeds
to generate pseudorandom noise. Con-

clusions are drawn based on the statistics of the results.
Each 2-D simulated image is
restored using different methods.
However, the single peak width tests
and two-peak resolution tests are evaluated using the row containing the
peak maximum (maxima). The WFC
PSF (pre-servicing) is oversampled
by a factor of 4. Its FWHM is about
2.5 pixels with the image size 240 ×
240 (rounded up to 256 × 256).

Results
Peak Sharpening. At high SNR
(peak amplitude = 4000), Lucy, mem0,
MEM5 (historic and classic) and the
inverse filter (without lowpass filter)
are comparable, with the peak width
reduced by a factor of 2.5. On the contrary, the Wiener filter does not
sharpen the peak. At low SNR (peak
amplitude = 15), the peak width reduction factors are shown in Table 1.
The Wiener and inverse filters (necessarily with lowpass filter) do not
sharpen the peak.
Resolution of Two Point Sources. At
high SNR (peak amplitude = 4000),
Lucy, mem0, MEM5 (historic and
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M5
(clas.)

Table 2: Rates of resolution
and rates of false resolution.

mem0

Lucy

M5
(hist.)

2/10

0/10

0/10

0/10

2 points

RR

9/10

6/10
Extended

RFR

classic) and the inverse filter (without lowpass filter) are comparable:
all improve resolution by 1 pixel
(the just-resolved separation is
reduced from 3 to 2 pixels). On the
contrary, the Wiener filter does not
improve resolution. At low SNR
(peak amplitude = 15), rates of resolution (RRs) for the separation
equal to 2 pixels are shown under
the header “ 2 points” in Table 2.
Shown in the table are also the
rates of false resolutions (RFRs)
(under the header “Extended”) in
the control experiments, in which a
set of ten images having a single
extended source (three contiguous
pixels of equal value) are generated, restored, and analyzed.

Conclusions
In summary, in 2-D image restoration, (one) peak sharpening and
(two peak) resolution enhancement
become less effective as SNR
decreases. At high SNR, all the
above nonlinear methods are comparably effective. In contrast, at
low SNR, MEM5 (classic) is the
most effective, then mem0 and

44

0/10

0/10

Lucy, with MEM5 (historic) being
the least effective. All these methods are reliable in the sense of very
low (zero) rates of false resolutions
at this rather low SNR. Also, generally speaking, a method’s capability
in (one) peak sharpening is consistent with its capability in (two peak)
resolution enhancement.
The WFC PSF was oversampled
only by a factor of 4, resulting in too
large of an increment in separation
(1 pixel). Consequently, the results
of the experiments are not very
accurate. We predict that after doubling the size of PSF (using a factor
of 8 oversampling instead of 4) the
just-resolved separation (in pixels)
will be reduced from 5 before restoration to 3 after restoration (equivalent to 2.5 and 1.5 in terms of the
present pixel size, respectively).
That is, resolution is expected to be
improved by a factor of 5/3 = 1.67
in general. In consideration of different methods and SNRs, the
improvement factor is predicted to
range from 1.5 to 2.0. This remains
to be seen in the oncoming experiments.
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Evaluation of Algorithm
Performance
by Ivo Busko
STScI and INPE

I

n image restoration research a quantity often used as a figure of
merit for evaluating algorithm performance is the so-called Mean Square
Error Improvement Factor (MSEIF), sometimes called the “improvement
in signal to noise ratio.” It is defined by

) ( g ( i, j) % f ( i, j) ) 2
4 2 = 10 log

i, j

) ( f̂ ( i, j) % f ( i, j) )

2

i, j

where g(i,j) is the observation at pixel i,j; f̂ ( i, j ) is the restored (estimated)
image, and f(i,j) is the “truth” image. The quantity as written is expressed
in dB, and increases as long as the estimated image approaches, in the
minimum square sense, the truth image. Obviously, it is intended to be
used with simulated data, that is, when the truth image f is readily available.
The reason behind the above definition is that several common restoration techniques are designed around a minimization criterion, where the
quantity to be minimized has some relation with the “squared distance”
between the true image and the estimate. We may also define a similar
quantity, the Mean Absolute Error Improvement Factor (MAEIF), based
on absolute differences:

) g ( i, j) % f ( i, j)
4 1 = 10 log

i, j

) f̂ ( i, j) % f ( i, j)
i, j

The MAEIF may be a better tool for evaluating restorations of astronomical images, since it will be less influenced by a few highly discrepant
pixels that may exist in the restored image. 42 is probably better suited for
analysis of images with complex textures but small dynamic range, where
the solution can be more easily constrained.
We conducted a series of MSEIF and MAEIF measurements on images
restored by several techniques. The goal was to verify the possible usefulness of these indices in the particular field of astronomical image restoraImage Restoration Newsletter / Summer 1993
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Algorithm
Lucy
5-CLEAN

Number of
Iterations

Van Cittert + Pk

Full Image
41

42

41

42

25 min.

5.25

6.82

5.19

10.17

40,000

23 min.

5.24

9.37

5.75

10.25

12 sec.

-0.42

1.30

0.77

1.39

500

7 min.

-2.01

6.48

1.70

8.01

1000

15 min.

6.30

9.92

6.25

12.10

a. Sparc 2
Table 1: Restoration improvement factors
for “cluster” image.

tion, where the demands are quite unusual. The images were degraded
by a WFC PSF, with Poisson and Gaussian (readout) noise added to
then afterwards. The images included the star cluster simulation, as
well as two “terrestrial” scenes, one very rich in textures but of low
dynamic range, and a second CCD image of high dynamic range (14
bit).
Table 1 summarizes some of the results on the star cluster image. 41
denotes the MAEIF absolute error figure of merit. The Pk remark
means that a iteration dependent positivity constraint was applied to
regularize background noise in the Van Cittert iteration. The truth
image f was taken as comprised of Delta function-like stars, each one
with its full flux crammed into one single pixel. Improvement factors
were computed for the full image, as well as for the central cluster
region, where contributions from star images tend to dominate contributions from background pixels.
In the image restoration literature, where emphasis is on lower
dynamic range terrestrial images, 42 usually assumes values in the
range 3 – 5, so we may regard the values in Table 1 (except for the
Wiener filter) as exceptionally good. On the other hand, our experiments with Lucy and 5-CLEAN on terrestrial scenes leaded to poor
results, in the sense that there was not enough regularization in the
algorithm to constrain high frequency noise buildup. In that type of
46
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image the Wiener filter gave superior results, this being a direct consequence
of the stationarity hypothesis that enables the Wiener filter to be computed in
Fourier space.1
It is also clear from Table 1 that the two figures of merit 41 and 42 are sensitive to different image properties. For instance, Lucy is > 7 dB better than
standard Van Cittert, according to the absolute error criterion, but only ~ 0.3
dB better according to the square error criterion. This is related to the positively constrained nature of the Lucy solution, as compared to the strongly
fluctuating background generated by the Van Cittert iteration. In fact, the
cluster center figures are not so discrepant, since they are more weighted by
stellar images. Also, the positively constrained Van Cittert iteration actually
outperforms Lucy, according to these criteria.
The experiments showed that the indices 41 and 42, in particular the first
one, are useful for assessing restoration techniques applied to astronomical
stellar images, since they correlate well with the restored image’s subjective
visual evaluation. Our experiments showed that this may not be true when
dealing with terrestrial scenes instead. Of course, the indices must be
regarded as a rough guide only, and the restoration technique’s performance
must be verified with more demanding criteria, as for instance, linearity of
the photometric scale, dynamic range, photometry errors, and sky background statistical properties.

1.

To express the Wiener filter in Fourier space, it must be assumed that
the underlying stochastic process that generates the undegraded image is
wide-sense stationary; that is, interpixel correlation does not depend on the
actual pixel positions, but only on the distances between them.
Image Restoration Newsletter / Summer 1993
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Pixons and Fractal Image
Reconstruction
by Richard Puetter
University of California, San Diego

Pixons

R
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ecently, Dr. Richard
Puetter of UCSD’s Center for Astrophysics and Space Science, in
La Jolla, California, visited STScI to
discuss image reconstruction. His
work at UCSD has concentrated on a
new Bayesian image reconstruction
method that employs a pixon-based
image modeling approach. The
pixon is a fundamental unit of picture information, and if properly
chosen, a picture’s pixon basis is the
smallest, irreducible set of numbers
required to describe the image
within the accuracy of the measurement. In essence, an image’s pixons
are the degrees of freedom necessary
to describe the image.
The advantage represented by
pixon image reconstruction is clear.
Unlike standard Bayesian techniques which reconstruct the image
on the data pixel grid (or perhaps an
even finer grid), and hence use each
pixel value as a degree of freedom,
pixon-based image reconstructions
typically uses many fewer degrees
of freedom. In fact, it can be shown
that most of the degrees of freedom
in standard methods (i.e., the reconstructed pixel values) are unconstrained by the image reconstruction
process. This gives rise to spatially
correlated residuals and spurious
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sources which are not needed to fit
the data. In addition, the use of
fewer degrees of freedom of pixonbased reconstruction relative to
Maximum Entropy (ME) methods,
results in a significantly superior
formal value of the image prior.
Furthermore, the formal superiority
of the solution seems to be validated
by subjective judgements of the
superiority of pixon-based reconstructions.

A Super-Maximum
Entropy Method
Using a Uniform Pixon Basis
(UPB), in which each pixon contains the same information content,
a ‘‘Super-Maximum Entropy’’
reconstruction can be achieved (see
Piña and Puetter, PASP, June 1993,
in press). In the UPB representation, generalized image cells (the
pixons) are adjusted to have arbitrary position and size such that
they contain the same information
content. In the UPB representation
the image is exactly flat. Hence
entropy is maximized exactly. All of
the information content of the
image is contained in the locations,
sizes, and shapes of the pixon.
Reconstruction of the image using
the UPB is the mathematical equiv-

Pixons
Prior
Value

Figure 1: Image prior values for the
UPB method and more the standarde ME method. Plotted is the
prior value as a function of the
actual realization of the image, i.e.,
the prior value as a function of the
set of values for the data cells. Difference curves represent different
image models and include the standard ME model in which the image
is represented as a set of numbers
on the data pixel grid and the pixon
image model.

UPB Prior Value
- Excellent Prior Curve
- On Peak Values

Different Prior Value Curves

ME Prior Value
- Inferior Prior Curve
- Off Peak Value

Image Realization

alent of taking a picture of the sky
with a CCD that has pixels which
can adaptively change their positions, sizes, and shapes so that the
same number of photons fall into
each pixel.
Pixon-based image reconstruction’s strength is based on using the
minimal set of degrees of freedom
necessary to describe the image.
This is a direct result of the functional behavior of Bayesian image
priors which act essentially as an
Occam’s Razor term, penalizing
image models that are more complicated than necessary. Viewed in
this manner, the image prior value
for standard ME reconstruction
poor for two reasons: (1) many
more degrees of freedom are used
than necessary, resulting in a prior
curve significantly less attractive
than prior curves with fewer
degrees of freedom; (2) because in
the data-pixel image basis the image
can not be flat—the data must be
fit—the realized image does not sit
on the peak of the prior curve (see
Figure 1). By contrast, pixon-based
reconstruction uses many fewer
degrees of freedom, resulting in a
much more attractive prior curve.
In addition, the UPB solution sits at
the peak of this prior curve

A Fractal Pixon Basis
While UPB-based image reconstruction looks very promising, the
technique has recently been
improved. In their recent SPIE paper
(April 1993 Orlando Conference
Proceedings, in press), Puetter and
Piña describe the Fractal Pixon
Basis (FPB). FPB-based image
reconstruction is the mathematical
equivalent of taking a picture of the
sky with a CCD which has pixels
which adaptively change their size,
shape, and position to match the
local structure of the object being
photographed. To within the accuracy demanded by the local noise in
the image, this procedure places
smaller pixon cells where necessary
to follow changes in the structure of
the object and larger cells where the
image is only slowly changing. The
process of determining pixon size
for this purpose is closely related to
fractal dimensional concepts which
measure how geometric properties
of objects change with scale

Pixon-Based Image
Reconstruction and the
HST
Practical image reconstructions
performed with UPB and FPB image
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Figure 2: Comparisons
of UPB, FPB, and
enhanced MEMSYS 5
image reconstructions
of the letter “R.” The letter was blurred by a
Gaussian PSF of
FWHM of 6 pixels and
Gaussian noise added
to give a peak SNR=3
input image. The input
image was reconstructed with UPB, FPB,
and Nick Weir’s
enhanced multi-channel method for MEMSYS 5 reconstructions.
The residuals for each
reconstruction are also
given. Note the presence of strong spatially
correlated residuals in
the MEMSYS reconstruction.

representations routinely produce
results which are superior to the
best ME algorithms, e.g., MEMSYS 5. As can be seen from Figure 2, the FPB reconstruction is
clearly superior to both the UPB
and enhanced multi-channel
MEMSYS 5 reconstruction performed by Nick Weir of Caltech, a
recognized MEMSYS 5 expert.
The balance of Puetter’s visit to
STScI was devoted to tests of FPB
methods on HST images. Two
reconstructions were attempted
here: (1) a mock star cluster convolved with a model HST PSF,
50

and (2) a ground based image of a
planetary nebula convolved with a
model HST PSF. Initial results
indicate that the stellar photometry
of the FPB method may prove
superior to images reconstructed
using the Lucy-Richardson method.
Further tests and development of
pixon-based image reconstruction
for HST applications are planned
for the future.
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reconstruction
is clearly superior to
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Improved PSF Modeling for
HST Image Restoration

PSF Modeling

by David Redding
Jet Propulsion Laboratory

T

he simplest model of
image formation by the Space
Telescope represents the actual
images as the convolution of an
ideal image with the combined
telescope and camera Point
Spread Function (PSF), plus
noise and jitter effects. Deconvolution image processing seeks to
invert this process. By deconvolving a “known” PSF from the
received image data, a better estimate of the ideal image can be
obtained.
The success of this approach
depends critically on the accuracy of the “known” PSF. The
HST PSF deviates strongly from
the Airy pattern ideal, due mainly
to the spherical aberration of the
primary mirror, but also due to
aberrations in the cameras, alignment shifts, and other effects.
The spherical aberration also
amplifies the effects of obscurations, such as the HST and
WFPC secondary mirrors and
their support spiders. As a result,
the HST PSF is very sensitive to
changes in field angle and focus
setting.
For image deconvolution this
means that a different PSF must
be used for every few pixels in
the WFPC detectors. The cost of
not doing so is reduced equivalent SNR for the recovered

image. For PSF/image separations
of 28 pixels, the SNR is reduced
10%; for 220 pixels it is reduced
about 50% (Lee et al., 1991).
Current programs use relatively
simple models of the HST to generate PSFs for deconvolution. Programs such as TIM (Burrows and
Hasan, TIM User’s Manual, STScI)
use a single-plane physical optics
approach, in which all telescope
phase aberrations are combined
onto a single surface located at the
camera exit pupil. Phase aberrations
are represented using Zernike polynomials, whose coefficients are
based on test results and phase
retrieval analysis. Secondary mirror obscurations (OTA and WFPC
repeater) but not phase aberrations
are shifted according to field angle,
using simple line-of-sight motion
calculations. A single far-field diffraction propagation calculation is
performed to generate the simulated
PSF.
At the Jet Propulsion Laboratory
we have developed more rigorous
computer models of the HST and
WFPC-I. These models use a
hybrid ray-trace and diffraction
approach to generate PSFs (Redding, et al., 1992). Instead of lumping phase errors onto a single
surface, our approach explicitly
includes each optical element in the
computation. Using geometric ray-

Image Restoration Newsletter / Summer 1993

51

PSF Modeling

trace allows the code to accurately
determine induced aberrations and
the vignetting effects of obscurations. Phase errors due to optical
aberrations or misalignments are
introduced in the same way they
occur in the actual system. Typically 65,000 rays are traced to sample the phase and find the
shadowing obscurations throughout the telescope and cameras.
The phases determined by the
ray-trace are used to drive surfaceto- surface Fourier physical optics
computations that generate the
PSFs. Multiple planes of diffraction enable our code to account for
subtle diffraction effects such as
side-lobe truncation, which occurs
at multiple obscuring surfaces in
the HST/WFPC beam train. The
PSFs are computed at 512 x 512
density at about a 7 micron cell
size. They are resampled to fill a
256 x 256 array of WFPC-sized
pixels.
Compared to the simpler singleplane approach, our approach better represents the HST image formation process. We expect our
codes will generate better PSFs
over the full field of each camera,
without the need for local phase
retrieval. The advantage of our
approach is illustrated by its performance in the Hubble Aberration
Recovery Project (HARP).
52

Under the HARP program, we used
the code in a “prescription retrieval”
image-inversion process to determine
specific HST prescription parameters
from images taken on-orbit. The main
parameter of interest was the conic
constant of the HST primary mirror. It
turned out that other effects were significant also, especially conic constant
errors in the WFPC repeater cameras.
Alone among several groups analyzing the HST images we were able to
determine those effects and separate
them from the primary mirror errors.
The resulting estimate of the primary
conic constant was in agreement with
the results of workers who examined
the HST primary mirror fabrication
and test hardware (Redding, et al.,
1993).
Our part in the STScI Image Restoration Project is to provide users with
an easy-to-use, powerful tool for generating PSFs for each of the HST imaging cameras: WFPC and WFPC-II,
FOC, and COSTAR/FOC. We will
extend our current codes to develop a
facility program which will generate a
PSF for a specified camera, field position in pixel coordinates, focus setting,
filter and source spectrum. The camera
models will be based on the best current optical prescription for each optical element. If desired, the user can
also perturb any element in the HST
optical train. The program can be used
interactively to generate PSF datasets,
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imaging cameras...”
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or it can be called as a subroutine by
a user’s program.
Our task also includes a limited
amount of support for further prescription retrieval activities, which
can update the knowledge of the
HST and camera optics and further
improve the results of image deconvolution studies.
Science techniques other than
image deconvolution can make use
of these codes. For instance, Stuart
Shaklan and Mike Shao will be
applying our code to perform narrow-angle astrometry using WFPC-I
(Shaklan and Shao, 1992). Their science objectives include parallax distance measurements and proper
motion determination for nearby
stars. In their approach, actual star
image position is estimated by fitting simulated images to observed
images. Use of our models allows
full accounting of HST/WFPC systematic errors, together with a polynomial field-angle correction
expression to account for CCD surface errors. This matched-filter
approach improves the signal-tonoise ratio of individual star position measurements. The result is

improved knowledge of relative star
angles and star magnitudes, along
with a limited calibration of the
WFPC-I CCDs. The astrometric
accuracy expected is 1 milliarcsecond.
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Focus Variability
Monitoring
by Hashima Hasan, STScI
and C.J. Burrows, STScI and ESA

OTA Focus

O
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ver the first several
years of HST operations an ongoing program of monitoring the
OTA focus has been in progress.
This program utilizes FOC observations spaced by four month
periods. Monthly trending information of focus is obtained by
analyzing data from the WFPC
stellar monitoring program.
Long term trends in the data map
the focus changes attributable to
desorption of the secondary support structure, but both the FOC
data and various WFPC images
have shown discrepancies from
the long term trend. For example,
each set of FOC desorption monitoring data contains several exposures, and the focus
measurements were made on the
sum of the exposures. However,
within some sets 2–5 microns of
focus variation are observable
which are not attributable to measurement errors. This short period
variability is referred to as OTA
“breathing.”
A test designed to measure
focus changes on an orbital time
period was executed on 25
December 1992. In this test 34
images were taken in PC5 over 6
HST orbits with the target in the
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continuous viewing zone (CVZ).
Results of the pad measurements on
these images are plotted in Figure 1
and indicate ~ 3 microns focus
change (in terms of secondary mirror movement) between most of the
images with the largest departure
being ~ 7 microns (blinking the
images indicates that the largest
error is ~ 5 microns). The breathing
appears to be erratic and the cause is
not yet known, though there is some
indication that orbital variations of
the focus may be thermally induced.
Over periods of months, the
WFPC stellar monitoring data
show significant and larger departures from the best fit line as plotted
in Figure 2. There is generally good
correlation between the PC and WF
residuals. (One anomalous case
exists on 4 November 1992 when a
difference of ~ 10 microns was
found between the PC and WF
data.)
Departures from the best fit line
plotted in Figure 2 show long term
focus variations of ~ 3–15 microns.
Since the WF and PC data is well
correlated, and the amplitude is
larger than that associated with the
orbital breathing, it is likely that this
large range of focus variations is
caused by a focus offset (about

OTA Focus

Figure 1: Pad measurement results.

which breathing may occur) which
is dependent on the sun-earth-HSTtarget geometry.
The picture that emerges from
these results is that there is a short
term (over an orbital period) focus
variation of ~ 3–5 microns (though
occasionally a bigger effect has
been seen), and a larger one of
~ 3–15 microns which may be
pointing dependent. “Breathing”
of 3–5 microns would not significantly degrade the WFPC2 or
COSTAR images and corresponds
to at most 1/20th RMS wavefront
error at 633 nm, and a loss of central intensity of ~ 5% at 633 nm
and ~ 30% at 200 nm. For the spectrographs a 5 micron focus change

does not affect the throughput for the
large (1˝ × 1˝) aperture and causes <1%
change for the small (0.25˝ × 0.25˝)
aperture. Focus variations greater than
5 microns would have a somewhat detrimental effect on scientific observations. However, since the larger
variations may be pointing related, and
relatively uncommon, it is unlikely that
they will have a serious impact on an
individual scientific program. A better
understanding of the effect must be
achieved however, as it could be
largely avoided by changing the HST
scheduling after the refurbishment
mission.

Image Restoration Newsletter / Summer 1993

55

PSF Modeling

Figure 2: Departures
from best fit desorption.
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Phase Retrieval for Better
Point-Spread Functions

Phase Retrieval

by Richard L. White
STScI

T

he most difficult practical problem to be solved when restoring HST
images is usually not the choice of a restoration algorithm, but rather is finding a good point-spread function (PSF). Even the most sophisticated algorithm cannot produce a decent restored image using a bad PSF, and even the
least-sophisticated algorithm will do a pretty good job given a good PSF.
The problem is that the PSF changes as a function of wavelength, position
in the camera field of view (for the WF/PC), and time. There are enough variables that it is not practical to maintain a library of observed PSFs covering
all possibilities. Computed PSFs using programs such as Tiny Tim present a
more attractive alternative because they can be computed at any wavelength
and camera position, they are noise-free, and they can be computed on subsampled pixel grids. Unfortunately the PSFs computed with existing optical
modeling programs are usually in relatively poor agreement with the observations, so that they are useful only for deconvolving observations with fairly
low signal-to-noise ratios. We are pursuing a number of possible improvements for calculated PSFs, including more sophisticated optical models (see
the article by Redding) and restoration methods that can adjust the PSF to get
better restored images (see the discussion of blind deconvolution in my article on modifications to the Richardson-Lucy algorithm.)
Another promising approach is to use phase retrieval to develop better
optical models for HST. In this article I briefly introduce the topic of phase
retrieval and show some results that have been obtained for HST images.

What is Phase Retrieval?
The PSF for an optical system is determined by the amplitude and phase of
the (approximately) spherical wavefront as it converges on the point of focus.
The amplitude A(u,v) measures the intensity of the wavefront at each point
(u,v) on the sphere and is usually approximately uniform across the entire
pupil, except where it is obscured by objects in the light path such as the secondary mirror and its supports. The phase 6(u,v) measures the deviation of
the wavefront from the sphere (a perfectly focused wavefront has zero phase
error). Usually the phase error is measured in units of the wavelength of light
being observed.
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Figure 1: Results of phase retrieval
for PC F336W PSF. Top left:
observed PSF, constructed by combining a short and long exposure
image to increase dynamic range.
Top right: Tiny Tim PSF computed
using 5 wavelengths across filter
bandpass. Lower left: phase
retrieval result using low order
Zernike polynomials to model wavefront errors. The fine structure is
present because only a single wavelength in the middle of the filter was
used for the calculation rather than a
range of wavelengths to model the
wide-band filter. Lower right: phase
retrieval result using 10 iterations of
a Poisson maximum likelihood
method. Initial guess was taken from
the Zernike phase retrieval model.

PC F336W

Tiny Tim

Zernike PR

10 PR iterations

The PSF P for the given amplitude and phase is
P ( x, y ) =

$ $ du

dv A ( u, v ) e

i27 [ ux + vy + 6 ( u, v ) ] 2

(1)

Stated simply, the PSF is the square of the amplitude of the Fourier transform of the pupil function, A(u,v) exp [i 27 6(u,v)]. Note that this equation
assumes that the wavefront is not too strongly curved over the pupil; if the
curvature of the wavefront is larger one must use a Fresnel transform rather
than a Fourier transform.
Phase retrieval is the process of trying to recover the wavefront error 6(u,v)
(and possibly the amplitude A as well) given a measurement of the PSF.
Phase-retrieval methods have been used since the discovery of the aberration
in the HST primary mirror (Burrows et al., 1991; Fienup et al., 1993) to characterize the HST optical system. Previous phase-retrieval efforts have been
aimed mainly at an accurate measurement of the spherical aberration. We are
now using similar techniques (and some newly developed methods) to try to
improve our understanding of the HST and WFPC/FOC optical systems. Our
goal is to be able to compute better PSFs for use in image restorations.
Phase retrieval has much in common with deconvolution, and many of the
techniques used for image restoration have counterparts for phase retrieval.
However, the equation relating the phase and the observed PSF is non-linear
in the phase-retrieval problem, which makes phase retrieval considerably
more difficult than image restoration. A particular problem in phase retrieval
is that maximum likelihood approaches to finding the phase tend to get stuck
58
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at local maxima of the likelihood rather than finding the globally best solution. Fienup & Wackerman (1986) discuss this and other phase-retrieval
problems.

Examples
The details of the techniques we are using for HST PSFs will be discussed
in a future article, but an example of how phase retrieval can improve computed PSFs is shown in Figure 1. At this wavelength in the blue, the TinyTIM
PSF is a rather poor match to the observations. The most likely explanation is
that the mirror map and aberration model used by TinyTIM is not accurate
enough; any discrepancies in the optical model are most obvious at shorter
wavelengths.
The simplest phase retrieval method is to model the wavefront error 6(u,v)
using a low order polynomial in (u,v). For HST the appropriate polynomials
are the Zernike polynomials given in the HST Optical Telescope Assembly
Instrument Handbook (Burrows 1990). The various Zernike polynomial coefficients correspond to wavefront tilt (which shifts the position of the object),
focus, spherical aberration, astigmatism, and so on. The lower right panel of
Figure 1 shows the result of adjusting these coefficients to fit the observed
PSF.
The agreement with the data can be improved further by solving for a map
of wavefront errors across the pupil. Rather than modeling the phase as a sum
of ~ 10 polynomials, one can solve for a phase map covering the pupil. The
results of 10 iterations of such a method are shown in the lower right panel of
Figure 1. Note the improvement in features such as the strength and position
of the “tendrils” that extend downward from the center of the PSF.
Our hope is that from these calculations it will be possible to derive better
mirror maps for the HST/WFPC and HST/FOC optical systems. These
improved maps then could be used in Tiny Tim or other optical modeling programs to compute PSFs that would be useful for a wider range of HST image
restoration problems.
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by Ivo Busko
STScI and INPE

V

ery little research has been
conducted up to now to quantify
the photometric behavior of
image restoration algorithms
when applied to HST imagery of
stellar fields. Of note are the
works by Cohen (1991, Astron.
J., 101, 734) and Thomson et al.
(1992, Mon. Not. R. Astron. Soc.,
259, 104). Both of them, however, focus on the MEMSYS
implementation of the Maximum
Entropy technique, and almost do
not touch other methods.
We are currently conducting a
systematic investigation of the
algorithms already available in
STSDAS: Lucy, Wiener filter and
5-CLEAN, as well as variants of
the classic Van Cittert iteration.
The experiments involve the use
of simulated images as observed
by HST. Use of simulated data is
mandatory in order to compare
measured magnitudes with “true”
ones. Two types of stellar field
are being investigated: one
including 25 isolated stars spanning a magnitude sequence
arranged in a regular 5 × 5 pattern, and the other being the simulated “star cluster” image
available as a test data set in
STEIS. Both images span a magnitude range of 1 m = 6. Also,
both images are Wide Field Camera simulations, but with a spa-
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tially invariant PSF.
After restoration four photometric properties are evaluated:
1. Brightness of the central pixel in
each star image (the pixel at the
star’s position in the input list for
the simulation).
2. Photometry in a small circular
aperture (2 pixel diameter).
3. Photometry in larger circular
apertures (up to 8 pixel diameter).
In the cluster image, this was performed only on a selected subset
of 40 isolated stars.
4. Sky background intensity distribution (histogram).
For the iterative algorithms, these
properties were also examined as a
function of the number of iterations.
Typical results from the cluster
image are depicted in Figure 1.
These results were obtained after
400 Lucy iterations and 40,000 5CLEAN iterations.1 The unrestored
image results are shown for comparison.
A general conclusion is that there
seems to be a trade-off between a
particular algorithm’s linearity and
its ability to control high frequency
1. Lucy

did not achieve conver2
2
gence to + = 1, but + was chang5
ing one part in 10 when stopped.
5-CLEAN converged at the 2.55
level.

Stellar Photometry
Figure 1: Photometry on star
cluster restored images. Left
column: background intensity
distribution (log scale). Center
column: residuals (restored
minus true, in magnitudes) of star
central pixel. Right column:
residuals in 2 pixel diameter circular aperture. A positive residual means that the star was
restored fainter than it should be,
and point to a possible nonlinearity. Negative residuals are due to
crowding/superposition of star
images.

noise buildup, as well as its capability to decrease confusion between
neighbor star images. For instance,
Lucy and 5-CLEAN produce reasonable background distributions,
and do well at decreasing the confusion between neighbor stars, but
may show a certain degree of nonlinearity. This is particularly true on
5-CLEAN, whose convergence
behavior is highly dependent on
image content. The Wiener filter is
linear, but broadens significantly the
background distribution, and produces star images that are too broad,
as demonstrated by the high degree
of contamination by neighbor stars

in central pixel photometry. The best
results so far, as regards linearity and
reduction in confusion, were produced by the Van Cittert iteration.
However, since the limiting solution
for this iteration is the inverse restoration filter, it has a strong tendency
to boost background noise. Since it
is the fastest iterative algorithm
tested so far, we are conducting a
study on methods to regularize it
without introducing too large a performance penalty.
Forthcoming experiments will
address crowding effects and photometric errors in restored images.
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Effects of Focus Variability on HST
Image Restoration and Photometry

Focus Changes

by Jinger Mo and Bob Hanisch
STScI
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T

he accuracy of HST image
restoration is affected by the time
variability of the focus (see the
article by Hasan and Burrows on
page 54 of this newsletter) owing
to the resulting uncertainty in the
PSF model. There is evidence
that "breathing" of the telescope
structure is causing focus shifts
with an amplitude of 2–4 microns
equivalent secondary mirror
motion. In addition, there may be
short-term thermal effects on the
primary causing additional
changes in the position of the
secondary by larger amounts.
The analysis of the major mirror moves with the least squares
fit to the existing desorption data
indicates that the HST focus is a
function of time (Burrows
1992). The maximum deviation

(measurement – fit) from the desorption curve is on day 621 of the
mission and has a magnitude of
approximately 10.9 microns (based
on data kindly provided by Hashima Hasan). The rms of the deviations is around 4.0 microns.
Three images have been simulated for the WFPC chip 2 using
PSFs for three different positions of
the secondary mirror: 0 micron shift
(i.e., a point on the best fit desorption curve), 4 micron shift, and 11
micron shift. These represent “perfect” knowledge of the PSF, the typical rms deviation, and the
maximum likely uncertainty in
focus. The simulated images contain 16 stars in a 4 x 4 grid. The true
profile of star is a delta function.
The smallest distance between two
stars is 6.4 arcsecond, which is

Figure 1: PSFs at nominal focus and 11 micron focus error.
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Focus Variability
Azimuth Averaged Profile

0

Figure 2: Azimuthally averaged profile of shrinkage in
PSFs.
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Figure 3: Defocused
images and Lucy
restoration.

larger than the adopted diameter of
the simulated PSFs (6.0 arcsecond).
In order to compute model PSFs
the focus term of the Zernike coefficients, Z4, is modified. The
change in Z4 has been calculated
based on the formulae in the TIM
User Manual, and the PSFs have
been computed using TinyTIM.
Figure 1 shows the nominal (0
micron focus error) and maximum
focus deviation (11 microns) PSF

models. The azimuthally averaged
profiles of all three model PSFs are
shown in Figure 2.
To estimate the effect of the focus
changes on the quality of HST
WF/PC image restoration, Richardson-Lucy restorations have been run
for each of the three simulated
images using the 0 micron focus
error PSF as the PSF in each case.
The brightest star of each simulation
and the corresponding restored
images are shown in Figure 3.

Image Restoration Newsletter / Summer 1993

63

Image Restoration & Photometry

Focus Variability (4 microns) Effects on Lucy Restoration

Figure 4: Magnitude errors for
images restored with PSFs at an
incorrect focus (error = 4
microns).
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The three left panels in Figure 3
are the blurred images with HST
spherical aberration and secondary
mirror positions of 0, 4 and 11
microns (top to bottom, respectively). The Lucy restorations are
shown in the three right panels with
the same sequence as the left.
Aperture photometry has been
carried out using the IRAF
“apphot” package. The resulting
magnitude errors obtained when
doing the photometry on an image
restored with a PSF at the wrong
focus are shown in Figures 4 and 5
for focus errors of 4 and 11
microns, respectively. The measurement apertures of 0.1, 0.2, 0.3,
and 0.4 arcsecond are indicated by
circles, crosses, pluses and
squares, respectively. On the x-axis
we plot the magnitudes measured
from the image restored using the
correct focus PSF. On the y-axis we
plot the difference between the
64

measured magnitudes using the
image restored using the out-offocus PSF and the x-axis magnitudes. This plot emphasizes the photometric differences dependent on
focus errors, rather than the photometric errors associated with the
restoration per se.
Figure 6 shows the results for the
0.4 arcsecond aperture only from
Figures 4 and 5. The magnitude discrepancies for the 4 micron focus
error are denoted by circles, and for
the 11 micron focus error by
crosses. Similar results are apparent
for the other apertures.
The following conclusions can
been reached:
• As expected, the structures of the
core and the halo of the PSFs are
clearly affected by the change in
focus (Figure 2). The intensity
distribution and location of the
first and the second ring of the
PSFs change significantly.
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Focus Variability

Focus Variability (11 microns) Effects on Lucy Restoration

Figure 5: Magnitude errors
for images restored with PSFs
at an incorrect focus (error =
11 microns).
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Figure 6: Magnitude errors
for images restored with PSFs
at an incorrect focus (error =
0.4 arcsec).
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• The use of an out-of-focus PSF
for image restoration results in
photometric errors (relative to
those measured for an image
restored using a PSF at the correct
focus) which are typically less
than 0.1 mag (Figures 4, 5, and 6).
• With increasing focus errors photometric errors increase, especially for the smallest apertures

(owing, most likely, to a mismatch
in the profile of the core of the
PSF).

References
1. Burrows, C., HST focus and collimation, STScI Internal Report,
23 April 1992.
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The Effects of Spacecraft Motion
(Jitter) on HST Image Restoration
by Jinger Mo and Bob Hanisch
STScI

Jitter

P
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rior to the revision of the
on-board pointing control software last year it was not unusual
to have the solar panel-induced
spacecraft motion, or jitter, introduce pointing errors of as much
as 20 to 50 milli-arcsec (mas) in
amplitude. Since the new pointing software was installed, the
RMS jitter has typically been 5
mas or less in the Fine Lock
mode and 15 mas in Coarse
Track mode, although occasionally jitter in Fine Lock can be as
large as 27 mas. Jitter at these
levels can blur the PSF significantly, and thus needs to be
accounted for in any image restoration in which optimal results
are desired.
The statistics of the Fine Lock
RMS jitter during 75 days in
mid-1992 (following the
enhanced pointing software
installation) have been obtained
from Xuyong Liu (Engineering
Support Branch). The distribution of the RMS jitter in this
period is given in Figure 1.
In the PSF modeling packages
TIM and Tiny TIM, the jitter is
assumed to have a normal distribution. The actual jitter behavior
is known to be more complicated, however. An estimate of
the true jitter can be obtained
from the Fine Guidance Sensor
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engineering data. Examples of several jitter images based on three
data sets (provided courtesy of X.
Liu) are shown in Figure 2. These
data are plotted for WFPC Chip 2
using the task “jimage” in
STSDAS. Note that jitter data is
usually measured in either the X-Y
or V2-V3 plane in FGS. The conversion from Z or V1 pointing jitter
to the image plane is SI and camera
dependent.
For each data set two images
were created: one with a pixel size
of 9.993 mas (16 x 16 pixels, 10
times smaller pixels than WF) and
one with a pixel size of 0.9993 mas
(64 x 64 pixels, 100 times smaller
pixels than WF). These are shown
in the left and right columns of
Figure 2, respectively. The PSF
with real jitter is made in three
steps. Step 1 is to make a critically
sampled PSF to match the pixel size
of jitter image, which is 10 times
smaller than the sampled image.
Step 2 is to convolve the jitter
image with the critically sampled
PSF. The third step is to make the
integrated PSF sampled to the same
resolution as the WFPC detectors.
Software provided by John Krist of
STScI has been used to compute the
critically sampled PSF and the integrated PSF.
In order to estimate the effect of
jitter on image restoration, three

Jitter
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Figure 1: Distribution of the RMS jitter from day 92108 to day 92182.

WF images were simulated with
three different levels of jitter: real
jitter, normal distribution with 3
mas rms jitter, and normal distribution with 30 mas jitter. Following
Figure 1, we expect 3 mas jitter to
be typical and 30 mas jitter to be
the maximum likely to be seen.
The truth image is the same as
described in the article on focus
variability on page 62 of this newsletter.
Lucy restorations, each with 200

iterations, have been computed. As
one measure of the effect of jitter on
image restoration we can compare the
photometry obtained on the various
restorations to the known magnitudes.
The “apphot” task in IRAF has been
used for this purpose using an aperture
size of 199.86 mas, or 2 pixels. These
results are shown in Figure 3.
Given that the core of the PSF for
the WF is less than 1 pixel in extent,
the effect of jitter on the core is
expected to be very small. Thus, we
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Figure 2: Examples of jitter images for WFPC chip 2,
based on three different data sets.

can simply use the maximum pixel
value of each star as a measure of
the magnitude. Results from this
analysis are shown in Figure 4.
In Figures 3 and 4, circles show
the photometric results for the
effects of real jitter of ~2 mas.
Crosses show the discrepancy
between the maximum probability
jitter (30 mas rms) and the real jitter.
Pluses indicates the effect of using a
PSF with a jitter correction to
68

restore a image with pointing error
of 30 mas. Squares show the affect
on photometry after restoration
using a PSF with no jitter correction.
From this analysis we conclude
that:
• For typical pointing jitter following the installation of the new onboard pointing control software,
image restorations are not affected
very seriously. Using model PSFs
without a jitter correction will not
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Jitter Effect on Lucy Restoration

Figure 3: Jitter effects on
Lucy restoration (aperture
photometry).
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Figure 4: Jitter effects on
Lucy restoration (source
center).
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cause photometric errors greater
than about 0.05 mag.
• Large pointing jitter leads to the
creation of major artifacts in the
restored image and a substantial
error in aperture photometry. With
a 30 mas jitter, using a model PSF
without a jitter correction may
cause an error larger than 0.25
mag after image restoration. For

bright stars measured at high
SNR, the discrepancies approach
a constant.
• Using the peak value of a star as
an estimate of its magnitude gives
results consistent with the known
values to within an error of 0.05
mag, even with pointing jitter as
high as 30 mas.
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STSDAS “lucy” Restoration
Task Improvements
by Bob Hanisch
STScI

Lucy Task

T

70

he STSDAS implementation of the Richardson-Lucy
deconvolution algorithm (task
“lucy” in the STSDAS “restore”
package) has been improved in a
number of ways, and the new version is part of the STSDAS V1.2.2
patch kit that is now available.
The major changes and additional
features are described below.
• Explicit support is now provided
for correctly restoring images
that have significant background levels. Previously we
had recommended that any
strong background be removed
prior to restoration, but this
introduces errors into the restoration because the noise statistics are then incorrect. We still
recommend that the background
be removed, but the “lucy” task
now has an input parameter
“background” that allows the
user to specify a numeric value
(if a DC offset has been subtracted from the data) or a file
name (if a background has been
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fitted, or computed as a median filter, etc.). The background levels
will be taken into account in the
computation of the correct noise
values in the iteration.
• It is no longer necessary to repair
bad pixels in the data, as long as a
data quality file or mask is available which flags these pixels. Any
pixels flagged as bad will be given
zero weight in the restoration. The
task also automatically scans the
input data frame to search for negative pixels which deviate from
the expected noise distribution
more than a specified amount
(default is 5-sigma). These pixels
are also flagged as bad, and the
task will optionally output a data
qualify file with these pixels
marked.
• Restorations can now be computed
on a data grid which extends
beyond the boundaries of the input
image. This is important for two
reasons. First, since the algorithm
is implemented using FFTs, the
data is assumed to be periodic.

Lucy Task

“...the new version
is part of the
STSDAS V1.2.2
patch kit...”

Unless the background is very
uniform and there are no bright
objects near the image boundary,
this assumption is not very accurate. Without extending the image
boundary, one can find that features on one edge appear on the
opposite side of the image. Also,
boundary extension allows for
better restorations of objects near
the image boundary, since flux is
allowed to build up in regions
outside the actual data set. This is
especially important if a bright
star, say, is located just outside
the image boundary and its PSF is
clearly visible.
• Intermediate results can now be
saved to data files. If you want to
review the progress of a restoration, you may have the task make
output images for every Nth interation. This is useful for monitoring potential problems with noise
amplification. Other changes are

primarily cosmetic. The parameter file has been reorganized
slightly, with improved prompt
strings and a more logical ordering of the parameters. The help
file has been rewritten.
The next STSDAS patch kit
should include further improvements to this task. Our first priority
is to implement the speed-up method
for the iterations (see the article by
R. Hook and L. Lucy in the Sardinia
conference proceedings) in order to
reduce the execution time needed to
reach convergence. We also hope to
implement some of the options for
improving the quality of the restored
image as described in the article by
Rick White on page 11 of this newsletter.
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Maximum Entropy Task
for IRAF/STSDAS
by Nailong Wu
STScI

A

public domain maximum entropy method (MEM) task has been
developed for the IRAF/STSDAS system by Nailong Wu. The package was
originally developed during Dr. Wu’s visit to NOAO in the spring of 1992,
and is now being revised at STScI. The latest version of the irme0 task is
expected to be completed, and put into the subpackage restore of V1.3
STSDAS (with the task name changed) by August of this year. Currently the
package is available by ftp to the IRAF archive (iraf.noao.edu) at NOAO in
Tucson.

Algorithm
The entropy of the image defined as (in the 1-D notation)
H2 ( h ) =

: hj ; ;

:

) 8 hj % mj % hj log 8 mj 9 9
j

mem0

is maximized subject to the data fitting constraint in the image domain,

72

E = +2 =

) ) pjk hk % dj
j

k

2

 var ( j ) , E c

and the total power constraint
F =

) bj
j

= F ob

where h={hj} represents the image to be restored, m={mj} the model or prior
estimate of the image, {dj} the degraded image, {var(j)} the noise variance,
and (pjk) the PSF combined with the ICF (intrinsic correlation function); the
subscript c stands for critical value, and ob for observational value.
The method is implemented by forming the objective function
1
J = H2 % (E % 2F
2
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mem0

and using Newton’s method to find ME solutions, i.e., maximizing J for particular values of the Lagrange multipliers ( and 2. The desired values of E and F are
achieved by choosing appropriate ( and 2.
In order to calculate the change 1h= {! hj} in the iteration, we need to solve a
set of linear equations of very large size:
( % --J ) 1h = -J

where the gradient and matrix elements are given by, respectively,
( -J ) j = % log

: hj ;
% ( ) ( ) p nk h k % d n )  var ( n ) . p nj % 2
8 mj 9
n
k

and
( % --J ) jk = h %j 1 ! jk + ( ) p nj p nk  var ( n )
n

This is a time consuming operation.
In the underlying algorithm for the irme0 task , the non-diagonal elements of
the PSF matrix are simply ignored in calculating the Hessian -- J under the
assumption that the diagonal elements dominate, so that the matrix becomes a
diagonal one:
( % --J ) jk = h %j 1 + (q j for j = k; = 0 otherwise

where
qj =

) p2nj  var ( n)
n

In this way the the solution of the equations becomes a simple operation, specifically,
!h j =

1
h %j 1

+ (q j

< ( -J ) j
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Usage
The on-line help for the irme0 task should be sufficient to assist the user
in running the program. Users should read the help information or the report
Technical Report No.2, MEM Package for Image Restoration in IRAF, available from the author, before running the task. Although much effort has been
made in writing the program to set reasonable default values for some parameters and to automatically calculate some of the others, some difficulties may
still be encountered in running the task. The output messages displayed while
running the task are useful for monitoring the iteration process.
The main input image files are: (1) the degraded image to be restored, (2)
the PSF, and optionally (3) the model or prior estimated image. Normally a
Gaussian function generated by the program is used as the ICF. The images
may have arbitrary sizes (not necessarily a power of two).
The most important input parameters are those for calculating the total
noise variance. In version ‘b’ of the package a general noise model is used:
var ( j ) = vc0 + vc1 < d j + vc2 < d 2j

The first term may be interpreted as the uniform (signal and position independent) noise variance, e.g., Gaussian noise variance in many cases; the second
term as the Poisson noise variance; and the third term as other noise variance.
These values must be determined by the user before running the program. For
WF/PC images with a readout noise of 13 electrons and gain of 7.5 electrons/
DN, vc0 = (13 / 7.5)2 = 3.0, vc1 = 1 / 7.5 = 0.1333, and vc2 = 0. For FOC
images, vc0 = vc2 = 0, and vc1 = 1.0. When the task is put into the restore
subpackage of STSDAS, the noise parameters will be changed to “adu” and
“noise”, meaning the analog-to-digital unit conversion constant and the constant readout noise, respectively.
The iteration number is shown in the output message. In the latest version
of the software four FFTs are performed in each iteration (in order to compute
one convolution and one correlation for calculating the gradient). Version ‘b’
of the package used only two FFTs per iteration, but the later version has
improved convergence properties.
74
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Image Restoration Software
in STSDAS
by Bob Hanisch
STScI

STSDAS

T

he STSDAS software system now contains a number of
tasks related to image restoration.
In addition to the RichardsonLucy algorithm (task “lucy” in the
“restore” package; see the article
on page 70 of this newsletter), linear restorations are supported by
the “wiener” task, also in the
“restore” package. The Wiener filtering task has many options for
selecting the type of filter, and the
task parameters have been
restructured into psets in order to
make it easier to understand how
the options interact.
Nailong Wu’s “mem0” package is also available to STSDAS
users. Nailong has recently
improved the algorithm (see the
article on page 72 of this newsletter), and although more FFTs are
now required in one iteration,
convergence generally occurs
more rapidly. ‘mem0' has been
shown to produce results that
compare favorably with MEMSYS5's “classic” method, and are
better than MEMSYS5's “historic” method.
Several prototype tasks are
available in the “playpen” pack-

age. “sclean” is Ivo Busko's implementation of the sigma-CLEAN
algorithm (Keel, W.C., 1991, PASP,
103, 723). Although we do not specifically recommend sigma-CLEAN
for use on HST images, some users
have obtained good results by using
this technique in combination with
the Richardson-Lucy method (e.g.,
Keel and Windhorst, Astron. J., in
press). The task “jimage” can be
used to compute a jitter function
from HST pointing data, which can
then be convolved with an HST PSF
in order to obtain a better PSF estimate for use in restoration. The tasks
“adaptive” and “hfilter”, while not
strictly concerned with image restoration, can be useful as post-processing filters. Both are implementations
of the H-transform-based adaptive
filtering algorithm developed by G.
M. Richter and H. Lorenz (full references are given in the help files).
Work is in progress on the implementation of a Jansson-Van Cittert
type of algorithm, and we expect to
be adding more capabilities to the
“lucy” task with subsequent releases
of STSDAS (e.g., accelerated iterations and improved convergence
behavior).
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WFPC Simulation Data
Sets Available

Simulated Data

by Bob Hanisch
STScI
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I

n order to test and compare
various image restoration algorithms, we have assembled a
series of simulated data sets with
a variety of types of brightness
distributions. These data sets are
available via anonymous FTP on
node stsci.edu—look in the directory software/stsdas/testdata/
restore. Each data set is written
as a separate compressed tar file
(although you may also retrieve
the individual files if that is more
convenient), and the data themselves are stored in the FITS format (16-bit scaled integers). Each
data set has an associated
README file that describes in
detail the construction of the data
set. All data is simulated using
model PSFs (TinyTIM) and the
appropriate noise model. Each
data set includes a truth image so
that the quality of a restoration
can be assessed. These data sets
concentrate on the Wide Field/
Planetary Camera, and one data
set includes the effects of a spacevariant PSF.
• egalaxies: This data set consists of well-resolved elliptical

galaxies as observed with the
Wide Field Camera in the F555W
filter. The objective of this data
set is to test how well restoration
algorithms can yield surface photometry (radial profiles and isophote fitting) without systematic
errors. Two images have been produced. Galaxy 1 has a simple
elliptical shape with no structures,
but the brightness profile includes
both bulge (r1/4) and exponential
disk components. Galaxy 2 is similar, but has additional distortions
introduced in the isophote centers,
ellipticities, and position angles.
Included in the data set are table
files that contain a sample output
of task “stsdas.isophote.ellipse”
when run on the test images.
• m51: The famous IRAF test
image dev$pix has been used to
generate a simulated HST observation. The more obvious defects
in the image were cosmetically
repaired (bad columns, cosmic
ray hits), and then a random scattering of foreground stars was
added to the image (to provide
some true point sources). Simulations have been produced for both
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Simulated Data

“...we will continue
to expand the
simulations to other
instruments and
configurations...”

the Wide Field Camera (again,
F555W) and WFPC 2.
• pn: Simulations of a Planetary
Camera observation of a planetary nebula with central star have
been computed for the N656N
(H-alpha) filter (see cover image
and article on page 11). The truth
image is based on data kindly
provided by Howard Bond (see
Bond and Livio, Astrophys. J.
355, 568).
• qsofuzz: This data set includes a
set of simulations of a pointsource QSO with a faint underlying galaxy. The galaxy is a scaled
version of the M51 image
(IRAF's dev$pix). Simulations
have been computed for 10:1,
30:1, 100:1, 300:1, and 1000:1
flux ratios between the QSO and
the brightest pixel in the underlying galaxy. All are for the Planetary Camera in F555W.
• star_cluster: These simulations
are of a star cluster (470 stars)
with a globular cluster-like luminosity function and spatial distribution and is intended to be
reminiscent of the HST observations of R136. Simulations are

for the Wide Field Camera and for
WF/PC 2, and have been done for
both a monochromatic and broadband PSF (F555W). Finally, for
each case, there are simulations
with both a space-invariant PSF
(for the field center) and spacevariant PSF. A set of 25 PSFs is
provided for each frame (5 x 5
grid), but for the actual simulations with a space variant PSF a
different PSF was computed for
each and every star.
We hope that these test data sets
will be useful to members of the
community who wish to evaluate
various restoration algorithms, and
we will continue to expand the simulations to other instruments and
configurations as time permits.
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Image Processing for the HST
at Auburn University
by Kevin M. Perry
Auburn University

Auburn

T
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he research on improving
the image processing methods for
the HST is continuing at a slow but
steady pace here at Auburn. We
have some specific goals in mind
and have made some progress in
the past few months. This brief
report highlights some of the results
and describes the direction we are
heading.
The first contribution we have
been working on is a stopping rule
for the Richardson-Lucy (RL) iterative algorithm. We have derived
and implemented a criterion based
on generalized-cross validation
(GCV) which appears to give a
good estimate for minimum meansquare stopping point. This criterion is more computationally intensive than the simple chi-square
criterion, but preliminary comparisons have revealed that the GCV
criterion is a better estimate.
Along the way, we discovered
that bad data points in the observed
image tended to create artifacts that
sometimes looked like real data.
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This caused us to investigate how
bad data could be eliminated from
the restoration process in the context of the RL iteration. We have
come up with a method that can
reduce the effects that bad data
points would have on the rest of the
data.
Currently, I am working on iterating the point spread function in conjunction with the image in order to
determine a better PSF from the
observed data. The idea would be
that you could start with a model of
the PSF, and then alter it according
to the data. This would be especially helpful for space-variant
PSFs because the data for each area
of the image would alter the PSF
accordingly.
The overall goal of my research
is to do space-variant restoration on
the full image using the data to
determine the PSF for each point. If
you have any ideas or questions,
feel free to send e-mail to me at
kperry@eng.auburn.edu.

Research Notes

Image Restoration and
Gravitational Lenses
by Emilio Falco
Center for Astrophysics

CfA

W

e are developing software (actually, just IRAF scripts so
far) that uses a PSF calculated with
TinyTim to simulate fields of pointlike and extended sources. The goal
is a Monte Carlo-type of calculation to assess the detectability of
multiple point sources as a function
of their separations and the differences in their apparent brightnesses. The same questions will
also be addressed for extended
sources surrounded by multiple,
much brighter point sources. Typical examples are gravitational lens
systems with multiple QSO images
and with a lensing galaxy. I am
concentrating on PC8 frames, but
the software should be sufficiently
flexible to allow for other instrument configurations, including
WFPC2.
For more information, send email to: falco@cfa.harvard.edu
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Image Restoration Work
at the ST-ECF
by Hans-Martin Adorf
Space Telescope-European Coordinating Facility

ST-ECF

S
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ince the discovery of HST’s
spherical aberration, the ST-ECF
staff has been actively engaged in
the field of image restoration. This
article notes the highlights of these
activities, and readers are referred to
the ST-ECF Newsletter series for
more detailed reports.
To date, the best results in HST
image restoration have been
obtained using two methods, both of
which are statistical in nature, nonlinear, and iterative: the maximum
entropy method (MEM) and the
Richardson-Lucy (RL) method, an
expectation maximization (EM)
algorithm maximizing the likelihood
for Poisson noise data. Work at the
ST-ECF has largely focused on
implementing, generalizing, and
applying the latter of these methods.
In addition, efforts have been spent
on analyzing the aberrated pointspread function (PSF), on comparing
restoration methods, and on studying
resolution limits. Algorithms have
been developed for cosmic ray hit
and detector hot spot detection, for
fixed pattern “noise” filtering, for
interpolation and subsampling, for
data fusion, and for vector processing including error analysis.
The aberrated HST point and line
were studied soon after the aberration problem was discovered by STECF staff members di Serego Alighieri and Walsh. Spherical aberration,
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when optimally balanced by defocus, causes the modulation transfer
function (MTF) to develop a plateau. The presence of these high
spatial frequency components is
responsible for HST’s still remarkably high resolving power.
Adorf has been involved with a
series of tests of various image restoration methods (MEM, RL,
inverse and Wiener filtering) using
simulated data, and van Moorsel
performed some experiments with
the AIPS implementation of
CLEAN. In contrast to the RL
method, CLEAN was found to be
very sensitive to the exact PSF
shape. A comparative restoration
experiment exercising both the RL
and the MEM restoration methods
was carried out on a Voyager image
of Io, which was artificially
degraded to HST resolution and signal-to-noise (Weir et al., 1991). The
RL restoration was generally judged
superior to the MEM restoration.
The turn-around time in HST
image restoration depends critically
on the speed of the algorithms
employed, which are generally
dependent on fast Fourier transforms (FFTs). A software method of
accelerating the convergence of RL
restorations with space-invariant
PSFs was devised by Leon Lucy. In
the Hilbert space of images the
accelerated method performs a max-

ST-ECF

imum likelihood “line search” in the
ascent direction specified by the
standard RL algorithm. It backtracks when the non-negativity constraint is violated. The accelerated
RL algorithm has been implemented
in the Interactive Data Language
(IDL) image processing system and
is also available in the MIDAS data
analysis system (both versions are
available in the ST-ECF anonymous
FTP archive on the host node
ecf.hq.eso.org). Depending on data
quality and iteration number, speedup factors of 2 to 5 are regularly
obtained, while factors of 100 or
more have been observed close to
convergence.
The problem of combining data
of different quality originates in
astronomy and lies at the very roots
of statistics as a science. The standard RL method has been extended
to optimally combine two or more
observations with potentially different resolution and signal-to-noise
(Lucy 1993; Lucy and Hook 1992).
In the resulting generalized “coaddition” algorithm the observations
act as statistically weighted constraints within a RL restoration carried out to convergence. The
generalized co-addition method
requires exact knowledge of the
PSFs and strives to maximize the
joint likelihood of the observations
conditioned onto the restoration. It
may be used to combine groundbased images containing large-scale,
low surface brightness structures
with HST images displaying smallscale, high surface brightness structures.
The potential of decomposing an
astronomical image into a spatially
rapidly varying foreground and a

slowly varying background has long
been recognized. A case in point is a
quasar on top of galactic fuzz. The
separation of an image into various
components may be achieved by
including a partial model in the
input (e.g., Lamy et al., 1993).
Alternatively, multiple output channels with different regularization
constraints can be provided. An
algorithm based on this approach is
currently being investigated at the
ST-ECF and holds considerable
promise for stellar photometry
including crowded fields.
The proper handling of missing
data is particularly important when
the data is subject to a restoration
which tends to amplify and spread
data faults. Missing data occur in the
form of cosmic ray hits (WF/PC),
reseau marks (FOC), frame borders
(particularly FOC, also WF/PC),
saturated regions (particularly FOC,
also WF/PC) and dead pixels (spectrographs). Recently, a static mask
has been introduced into the
STSDAS implementation of the RL
method which allows the proper
treatment of missing data.
Murtagh and Starck (1993) studied the noise suppression abilities of
a modified RL restoration algorithm
based on taking a wavelet transform
at each iteration. In some cases, the
outcome was very encouraging.
Concerns have been raised about
how to process undersampled
WF/PC frames. There are also problems related to the geometric distortions in FOC images, where the
STScI pipeline calibration produces
a “thumbprint” pattern visible in the
background and indicating space
variant noise correlations and resolution degradations. A method for
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lossless interpolation of an irregularly sampled image is required, but
no satisfactory solution has yet been
found. For a band limited onedimensional signal, however, the
interpolation problem can be considered as solved. A number of
algorithms which are faithful to the
data—they strictly preserve the
Fourier spectrum—have been presented for the lossless reconstruction of such signals from regular,
interlaced, or irregular samples
(Adorf 1993a). They are complemented by an estimation algorithm
based on the theory of projections
onto convex sets (POCS) and useful
for data too noisy for an exact interpolation (Adorf 1993b). The algorithms can be used to interpolate
spectra across missing data points
(e.g., due to dead diodes), or for a
non-linear wavelength calibration
that is faithful to the data. A fast
algorithm has been described for
sinc interpolation of regularly sampled images (Adorf 1993a). Work is
in progress on algorithms permitting lossless image shift and rotation.
When near-critically sampled
data are restored, it is generally
advisable to introduce additional
degrees of freedom by restoring to a
grid with a finer sampling than the
original data. A subsampling option
is part of the MIDAS implementation of the standard RL algorithm,
and can be done manually with the
STSDAS implementation.
The statistical limits which noise
imposes on the resolution of wellsampled, seeing-limited or diffraction-limited imagery have been
studied. The asymptotic theory
(Lucy 1992a, 1992b) predicts the
82

expected resolution as a fractional
power of the number of recorded
photons. The theory has been confirmed by numerical experiments.
The problem of detecting cosmic
ray (CR) hits on WF/PC exposures
has been studied by Murtagh. The
chosen approach of a “trainable
classifier” does not require knowledge of the PSF. Instead a limited
set of previously identified CRs is
used to teach the pattern classifier to
recognize CRs. Thus CR detection
becomes feasible even on individual
frames. A related development is
the conceptually simple, semi-automatic algorithm to detect cold and
hot spots in WF/PC frames (Adorf
1992), which can in principle also
be used to detect CR hits on single
frames without requiring training
data. Recently a powerful technique
has been developed (Freudling
1993) which allows the detection
and removal of CR hits during a
generalized co-addition of two (or
more) WF/PC frames. The method
exploits a dynamic mask and discovers CR hits by comparing the
predictions obtained from the restoration with the observational data.
An initial analysis of the potential of parallel processing indicated
that vectorizing co-processor boards
held some promise of delivering, at
an affordable price, the high computational power needed for HST
image restoration. Initial practical
experience was gained at the Institute of Astronomy, Cambridge, with
an Intel i860-based vector processor
(VP) board on which the standard
RL method for space-invariant
PSFs was implemented (Adorf and
Oldfield 1992). The ST-ECF now
operates its own i860-based VP-
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The detection
“...CR
becomes feasible
even on individual
frames...”

ST-ECF

board which permits a 40 iteration
RL restoration of a full 512 x 512
frame to be carried out in about 90
seconds.
Early on, error analysis was
pointed out as being important for
HST image restoration. However,
rather little progress has been made
in this area. Basically the only error
assessment method generally applicable to non-linear restoration algorithms is the Monte Carlo
simulation, introducing artificial
variations into both the data and the
PSF used for the restoration. Using
the power of vector processing,
error maps have been produced as
well as movies which permit an
error assessment by displaying a
series of restorations in quick succession (Adorf and Defiled 1992).
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Announcing...

Second HST Image
Restoration Workshop

Workshop

November 18–19, 1993
Space Telescope Science Institute
Baltimore, Maryland
About the Workshop...

Call for Papers...

The Space Telescope Science Institute is pleased to
announce a second workshop on the restoration of
images and spectra for the Hubble Space Telescope.
Substantial progress has been made in attaining
high quality restored images since the first
workshop on this subject, held in August 1990. As
we prepare for the servicing mission, with the
installation of a new Wide Field/Planetary Camera
and the corrective optics package COSTAR, it
seems appropriate to take stock of the progress
made to date and how the techniques developed in
the past three years might be applied to postservicing mission data

We invite contributed papers—both oral and posters—on
all aspects of HST image restoration, including algorithms,
implementations, photometry, image analysis, and PSF
modeling. These contributions will be published in a
proceedings. Oral papers will likely be limited to about
15–20 minutes. A workstation projection system is
available for demonstrations.

Details...
This workshop is sponsored by the STScI Image
Restoration Project. Limited support for travel
expenses may be available for participants who
might otherwise be unable to attend. A modest
registration fee will be charged to cover
refreshments.
Attendance will be limited to about 100 participants
because of space limitations and to allow full
audience participation.
This workshop is scheduled in conjunction with a
workshop in HST instrument calibration
(November 15–16) so that people interested in both
topics can combine the two workshops in a single
trip. Registration for the two workshops is
independent.
If you are interested in attending the image
restoration workshop, please complete the form at
the left and return via mail, fax, or e-mail (a
template is available via FTP on stsci.edu—look in
the directory meetings/ir_workshop), so that we can
plan accordingly.
We look forward to your participation in the Second
HST Image Restoration Workshop!
– Bob Hanisch
Head, Advanced Systems Group
STScI Image Restoration Project
hanisch@stsci.edu
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