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Abstract
In this paper, we present a temporal capsule network architecture to encode motion in videos as an instantiation parameter.
The extracted motion is used to perform motion-compensated error concealment. We modify the original architecture and use
a carefully curated dataset to enable the training of capsules spatially and temporally. First, we add the temporal dimension
by taking co-located “patches” from three consecutive frames obtained from standard video sequences to form input data
“cubes.” Second, the network is designed with an initial feature extraction layer that operates on all three dimensions to
generate spatiotemporal features. Additionally, we implement the PrimaryCaps module with a recurrent layer, instead of a
conventional convolutional layer, to extract short-term motion-related temporal dependencies and encode them as activation
vectors in the capsule output. Finally, the capsule output is combined with the most-recent past frame and passed through
a fully connected reconstruction network to perform motion-compensated error concealment. We study the effectiveness of
temporal capsules by comparing the proposed model with architectures that do not include capsules. Although the quality
of the reconstruction shows room for improvement, we successfully demonstrate that capsules-based architectures can be
designed to operate in the temporal dimension to encode motion-related attributes as instantiation parameters. The accuracy
of motion estimation is evaluated by comparing both the reconstructed frame outputs and the corresponding optical flow
estimates with ground truth data.
Keywords Capsule networks · Conv3D · ConvLSTM · Error concealment · Motion estimation

1 Introduction
Since the neural networks (CNN or ConvNet), [1, 2], and
a deep CNN architecture [3], numerous works have highlighted their effectiveness in processing natural signals,
particularly in their ability to learn hierarchal relationships
of objects in images, i.e., low-level features such as edges
that progressively build up to more complex, composite
structures such as motifs and objects. This ability has been
utilized in training networks to perform a wide variety of
tasks such as classification [5, 6], object recognition [7, 8],
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or inpainting [9, 10], and more generally, in extracting spatial correlations typical of natural images. Recent models
such as recurrent neural networks (RNNs), in particular long
short-term memory (LSTM) modules, have gained popularity in solving problems that require networks to understand
persistence of contextual information in sequential data and
extract both spatial and temporal dependencies. For instance,
[11] used pretrained CNN and LSTM networks to assess
video quality, further illustrating their relevance in image
and video processing. A special variant of LSTMs, called
convolutional LSTM, has been shown to be more effective
than fully connected LSTMs in handling spatiotemporal relationships, such as those present in videos and time-sequence
data models. Many innovative techniques that include these
frameworks as foundation are available in the literature today
for performing a variety of tasks, e.g., action recognition [12],
motion estimation [13–15], frame reconstruction [16–19], or
video super-resolution [20, 21].
Most recently, building on the original work in [4], two
papers, first on dynamic routing [22] and an extended model
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in [23], have made capsule networks a promising new class
of neural networks generating tremendous interest from the
research community. To overcome shortcomings of traditional CNNs, described in detail in [4], capsules are defined to
generate vector outputs that afford a powerful facility called
“routing-by-agreement,” whereby lower-level capsules activate a specific higher-level capsule that presents the most
agreement from all the lower-level capsules, also referred to
as “dynamic routing.” In addition, unlike scalar outputs generated by CNNs, vector outputs provide the foundation for
translation or transformation variance or “equivariance.” An
elaborate presentation of these properties and the underlying
operations can be referenced in [22].
In this paper, we introduce a temporal capsule network
to encode motion-related attributes as instantiation parameters. The network is designed to operate on three co-located
“patches,” manageable 24 × 24 pixel regions, extracted from
a sequence of video frames. The estimated motion is used
to perform patch-level motion-compensated reconstructions
used as building blocks for the error concealment of overall video slice-level error concealment. This work explores
the effectiveness of capsule networks in performing regression tasks by operating in the temporal dimension to extract
“motion-related” features. The main ideas we present are:
1. Design a capsule network framework to estimate motion
in videos. A reconstruction network is included as part
of the overall end-to-end model.
2. Define an architecture with convolutional layers that
operate in both spatial and temporal dimensions.
3. Through the iterative routing process, generate high-level
capsules that represent a small “internal” set of latent
classes, reduced from a large sample of patches taken
from several video sequences.
4. Train capsules to extract attributes where the most
dominant instantiation parameters are motion-related
attributes—location, displacement, speed, and direction.
5. We assume that the largest instantiation vector is one
that models the most active motion in the patch and is
therefore representative of the motion for all features
contained within that patch. All other activity vectors
are “masked” out, and the dominant vector is used for
the overall motion-compensated reconstruction.
6. The mean-squared error (MSE) of pixel intensities of the
reconstructed output is used to guide the capsule layers
to learn features and their motion-related instantiation
parameters. The intermediate margin loss is eliminated,
mainly because it is not the goal of the proposed end-toend model.
Through these ideas and numerous experiments that we
describe in detail in the following sections, we demonstrate:
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1. Capsule network-based architectures can be successfully
trained on temporal sequences to extract motion-related
attributes as instantiation parameters.
2. The predicted motion is effective in performing motioncompensated patch reconstruction.
3. The modeled motion and patch reconstructions, when
further evaluated in slice-level error concealment, gave
results that were comparable to state-of-the-art methods
and out-perform them when restricted to within the context of “motion-only” portion of a slice.
The remainder of the paper is organized as follows. In
the next section, we briefly discuss recent works in capsule networks. In Sect. 3, we present details of the proposed
architecture including changes to the original capsule network model and the overall pipeline for encoding motion and
motion-compensated reconstruction. In Sect. 4, we describe
our experiments, alternate architectures to evaluate the results
and our observations. We end the paper with conclusions and
future work in Sect. 5.

2 Related work
Based on works presented in the original papers on capsule
networks [22, 23], several new models have been proposed
to predominantly perform classification tasks. For instance,
[24, 25] provide mechanisms for classifying and quantifying seagrass, respectively, while [26] presents a technique
for using capsule networks to classify different forms of
brain cancers, and [27] discusses their use in performing text
classification. Works such as [28] have explored using capsule networks for the discriminator portion of a GAN with
updated objective functions for training the CapsuleGAN in
the image domain. Xiang et al. [29] presented a two-stage
multi-scale capsule network for a more robust and efficient
feature representation for image classification. The work in
[30] presents a graph capsule network to perform graph classification for problems such as the classification of chemicals
and proteins based on their features and structural properties.
These works show that capsule networks can successfully
be used in classification-oriented tasks that perform better
than state-of-the-art methods. However, unlike classification
tasks training a neural network to perform regression tasks
such as motion estimation is a challenging problem owing
to the dimensionality of the video training datasets and the
explosion in trainable parameters to help generate a “reconstructed” output. Moreover, requirements for assessing video
quality to produce visually appealing output are far more
stringent than for classification tasks. In this work, we tackle
the “curse of high dimensionality” by carefully curating the
input datasets to reduce the feature space to motion-related
attributes. The main objective of this work, which to the best
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of our knowledge is the first of its kind, is to provide an
architecture to extend capsules to encode and extract more
complex features.

3 Network model
3.1 Proposed layer modifications
We start by detailing the changes we propose to the constituent layers described in the original capsule network
model [22]. Unlike classification tasks that can be performed
with a single image as input, capturing motion in a video
sequence requires multiple frames.
The process of creating input data that can adequately
capture motion is as follows. We first process several video
sequences to extract individual frames and sequentially
assemble three consecutive frames (moving as a sliding window in the temporal dimension), referred to as Ft-3 , Ft-2 ,
Ft-1 henceforth. The frame triplets are used as the foundation for creating the input training dataset. The fourth
frame in the time sequence, Ft , is considered as the label.
The full-frame input, however, provides the capsule system
with high-dimensionality information that can overwhelm
the model. Therefore, we break the frames into manageable patches of 24 × 24-pixel, non-overlapping regions from
each of the three frames—i.e., create smaller co-located input
cubes of 3 × 24 × 24 pixels. These patch cubes are used as
input.
The temporal component in the input data implicitly
captures motion-related features that we train the network
to extract. The next key step is to ensure that the feature extraction layers isolate this information and pass it
downstream. Features and their translation attributes must
be available at the capsule layer for the dynamic routing algorithm to successfully associate features with their
instantiation parameters. Therefore, we propose pre-capsule
convolutional layers that act on all three temporal dimensions
to prevent loss of motion-related information captured in the
patch cube. We design the feature extraction layers of the
network as a 3D convolutional layer followed by a modified
PrimaryCaps layer in which spatiotemporal relationships are
extracted using a 2D ConvLSTM module. These modifications are shown in Fig. 2a, b.
The proposed end-to-end network architecture is broken
into two distinct portions that perform the two operations we
have laid out—a pipeline to encode motion-related attributes
into the capsule output and one that takes the output to
perform motion-compensated reconstruction. The overall
training is performed as one combined process to use the
final reconstruction loss to guide the capsule learning.
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3.2 Motion encoding network
The details of the motion encoding pipeline are shown in
Fig. 1a. The 3 × 24 × 24 input patch cube is first passed
through a 3D convolutional layer with a kernel of 3 × 9 ×
9 and stride 1. Padding for the convolution operation is set to
“same” to ensure that the output of this layer is dimensionally same as the input, i.e., features are extracted with motion
information embedded in the generated output and passed to
the next layer. We set the total number of convolutional kernels for this layer at 96 which correspondingly results in
the generation of 96 3 × 24 × 24 feature maps. Next is the
PrimaryCaps layer with a modified 2D ConvLSTM internal module, with padding set to “valid,” which generates
six capsules of 16 × 16 dimensions each. These capsules are
dynamically routed to the final “eccaps” (error concealment
capsule) layer, maintaining the six-capsule 16-dimensional
vector configuration.
The kernels of the Conv3D operation extract spatially correlated features, and the ConvLSTM layers extract temporal
dependencies. In the absence of other variations in features extracted from the input three-patch time sequence, the
dynamic routing process routes the output of the lower-level
capsules to a higher-level capsule with the most agreement.
In this case, the agreement would be in the encoded motion
which is instantiated as the longest activation vector.

3.3 Reconstruction network
Figure 1b shows the reconstruction network portion of the
proposed end-to-end framework. It takes the “eccaps” capsule output along with the co-located patch from Ft-1 to
reconstruct a motion-compensated patch of frame Ft . In traditional video transmission and error concealment methods,
motion vector from successfully received blocks in the immediate neighborhood of the lost packet is used to estimate
motion of the missing slice. The reconstructed motion vector
is then used to conceal pixels of the missing blocks. Following this model, we use the full 24 × 24 patch to conceal only
the middle 16 × 24 portion of the patch in frame Ft . For this
purpose, we assemble the input patch of reconstruction network by only taking the middle 16 × 24 portion from Ft-1 ,
while the top and bottom 4 × 24 portions are taken from the
label, i.e., Ft . The first step in this process is to transform the
16 × 24 portion extracted from Ft-1 using the capsule output that was obtained from the motion encoding portion of
the pipeline. This transformation is performed in the same
way the original paper “masked” the digitcaps in the decoder
portion of their network. However, in our case, the “onehot” vector contains motion attributes that display the highest
activation, i.e., the feature instantiation vector that encodes
the most active motion in the patch. The patch size is small
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Fig. 1 Two parts of the overall end-to-end network architecture. a Motion encoding network, b reconstruction network

enough that the one-hot motion activation used for the reconstruction is representative for the entire patch.
This transformation takes two inputs of cardinality
R16 × 24 and R6 × 16 space to generate a flattened array of
R36864 . The transformed input is first concatenated with flattened top and bottom portions from the label and passed
through a dense layer, and the output of this layer is reshaped
to the desired 24 × 24 patch from Ft . The end-to-end network
resulted in approximately 29 million trainable parameters
with over 2.7 million trainable parameters in the motion
encoding network.

4 Experiments and results
4.1 Datasets and training details
We created the training datasets by taking ten standard video sequences from well-known repositories such
as Xiph.org [31] (https://media.xiph.org/video/derf/) and
UCF101 [32]—“foreman,” “news,” “coastguard,” “container,” “tempete,” “waterfall,” “highway,” “paris,” “bus,”
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and “city”—to generate approximately 5200 individual
frames. Each of these sequences, except “city,” was in the
CIF format with a resolution of 288 × 352 pixels, while
the “city” sequence was in the 4CIF format with a resolution of 576 × 704 pixels. From these individual frames, we
then sequentially extracted non-overlapping 24 × 24 patches,
i.e., 168 patches from each frame in the CIF sequence
and 696 from the 4CIF sequence. Co-located patches from
three consecutive frames (considered to be at time index t3, t-2, t-1 for reference) were stacked together to create a
three-dimensional cube of patches. A patch from the same
location in the fourth frame, at time t, was used as the label.
Finally, in the “highway” sequence, we only took the lower
half of every frame to only include areas with motion in
the training dataset (top half contained mostly images of
the sky above the horizon). This resulted in the generation
of approximately 790 K 3 × 24 × 24 patch cubes of input
and 24 × 24 labels. Of these, we used 760 K for training
and approximately 30 K for validation. For testing purposes, we followed a similar patch extraction process using
frames from four different 4CIF sequences—“duckstakeoff,”
“harbour,” “ice,” and “soccer” and five sequences
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from UCF101 datasets—“ApplyEyeMakeup,” “Archery,”
“BandMarching,” “Biking,” and “IceDancing.” Each frame
in the UCF101 sequences had a resolution of 240 × 320 pixels. Although UCF101 datasets have been primarily used in
action recognition tasks, we utilized these sequences in our
testing to expand the scope of our experiments as part of our
previous works [33, 34]. These sequences provided additional datasets offering the necessary variability in motion
that was important to test. The basic capsule network and
dynamic routing implementations that we modified to fit our
architecture were taken from [35].
The models have been trained and tested on Nvidia Titan
X GPUs. The training and validation losses were evaluated
in terms of mean-squared error (MSE). The original work
on capsules defines a margin loss for digit detection. In our
case, the capsule output is not specifically used for classification, and therefore, our experiments did not include a
classification step. Instead the capsules are primarily used
for modeling motion that is used in the final reconstruction.
For this reason, we used MSE as the overall loss function.
Although a loss function for the end-to-end training process,
the reconstruction MSE doubled a “regularizer” to enable
capsules to learn features and their instantiation parameters.
The non-varying learning rate was set at 1e−05 and
a momentum of 0.9 with a stochastic gradient descent
optimizer. The experiments were performed in the Keras
environment with a batch size of 1 to postprocess each capsule output with frame Ft-1 and individually assemble the
input to the reconstruction network. The training loss stabilized at about 2.5e−3 and validation loss at about 3.9e−3
after about 27 epochs.

4.2 Slice reconstruction results
The results of the proposed model are evaluated using the
outputs of the reconstruction network for frames from different test sequences, and these results are shown in Fig. 2. Each
row contains the results of a reconstructed slice included in
the overall image of the frame. The larger images in the left
half are the full-frame Ft in which the long horizontal rectangular portion (shown in red) represents a 16 × 288 pixel slice
replaced with a slice from the same location in the previous
frame Ft-1 . This is shown to highlight the motion between
the two frames Ft-1 and Ft and provide a comparison with the
reconstructed output. The images on the right half are similar
composite views, but with the output generated by the proposed architecture in the rectangular portions. The smaller
square (also shown in red) along with a magnified view is a
portion of the frame overlapping with the reconstructed slice
to emphasize motion and underscore the estimated movement.

Fig. 2 Reconstruction outputs. Each full image is frame Ft . Left-side full
images show slice replaced with Ft-1 (to show motion), and the rightside full images show slice replaced with reconstruction from proposed
model. a “duckstakeoff,” b “ice,” c “harbour,” d “ApplyEyeMakeup”

4.3 Optical flow comparison
Numerous works, including the recent presentation in [36],
have researched motion estimation using optical flows as an
important area of video processing. We therefore evaluated
the effectiveness of the proposed model using optical flows
as shown in Fig. 3. The top image in each pair is the optical
flow of motion estimated between original slices extracted
from Ft-1 and Ft , i.e., “estimated” flow, and the bottom is the
flow between the reconstructed slice from our model and the
slice from original Ft-1 , i.e., predicted flow.
The “ground-truth” and predicted optical flows from the
proposed model are obtained using the FlowNet 2.0 [13] net-
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Table 1 PSNR/SSIM comparison of the reconstruction. (Zoom in for
details)
Sequence/frame No.

Slice from previous
frame

Motion only
concealed
(proposed)

PSNR

SSIM

PSNR

SSIM

harbour/169

39.79

0.9975

40.95

0.9974

ice/92

40.55

0.9962

41.11

0.9960

ApplyEyeMakeup/12

32.30

0.9803

32.33

0.9790

soccer/225

35.76

0.9986

35.71

0.9985

Bold value signifies the better value when comparing the Proposed
model for SSIM and PSNR

Fig. 3 Optical flow comparison. Top flow is “estimated” between slices
in original Ft-1 and Ft , and bottom is the flow of the generated output
a “duckstakeoff,” b “ice,” c “harbour,” d “ApplyEyeMakeup”

work. To obtain the “ground truth” flow, we pass ground truth
slices from frames Ft-1 and Ft , and for the predicted flow, we
pass the ground truth Ft-1 slice along with the co-located
reconstructed network output slice from frame Ft .
These images demonstrate that the flow vectors of slices
reconstructed by the proposed model are representative of
the actual motion between the frames. The color coding for
the flow field in these images is provided in the supplemental section of the original Flownet paper [37]. In Fig. 3a of
the “duckstakeoff ” sequence, the shape of the duck’s head
(toward the bottom left half of the slice, visible when viewed
at an angle) is replicated accurately indicating the lack of
motion in the duck’s head shown in the ground truth Ft .
The “ice” sequence output shown in Fig 3b indicates some
discrepancies in the optical flow. However, these discrepancies are in the flat regions and motion along the edges
is directionally correct. The color differences in the flat
regions are not considered shortcomings of the prediction
process as they are not visible in the reconstructions, while
the edges are preserved and moved accurately. Figure 3c, d
shows generated optical flow outputs for the “harbour” and
“ApplyEyeMakeup” sequences. The motion as optical flow in
these reconstructions is successfully modeled by the capsule
motion encoding network.

4.4 Reconstruction quality
We evaluate the motion estimation and reconstruction results
shown in Fig. 2 using standard quality metrics and demon-
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strate that the quality of reconstructed patch with respect
to the pixel intensities is comparable to the performance
of state-of-the-art reconstruction techniques. However, it
should be noted that the primary objective of this work was
to introduce a capsule network-based architecture that can
operate in the temporal dimension to model motion as an
instantiation parameter. We believe that the reconstruction
quality can be further improved by enhancing the training
model with domain-specific objective functions and regularization mechanisms to help address targeted areas of pixel
qualities, such as flat or edge regions and regions of slow or
fast motion. The improvement in reconstruction quality is an
area for further research.
The PSNR and SSIM comparisons of example sequences
are shown in Table 1. The sequence names and frame number
used for testing are shown in the first column. The second
column shows the frame-level PSNR/SSIM metric when the
colocated slice from the previous frame Ft-1 is copied as-is
into the lost/recsontructed portion of Ft , i.e., mimicking a
frame copy error concealment technique. The metrics in the
third column are the results when the portion indicated by
the lost/degraded slice is replaced with output generated by
the proposed model. This often includes flat regions in a slice
that do not contain edges or motion. Therefore, we studied the
impact of replacing only the portions of the slice with edges
and motion and the results are shown in the last column. To
replicate the behavior of standard analytical methods, the rest
of the slice is a copy of the same region from the previous
frame. We show that isolating the reconstruction to smaller,
localized regions with edges and motion, the reconstruction
quality can be improved. Finally, we have shown the results
for the “soccer” sequence because it clearly displayed localized regions with large motion (along the edges of the ball).
Finally, the reconstructed output shows artifacts along the
edges of a patch. This has a more pronounced impact to SSIM
(slightly lower values in comparison with the ground truth)
due to regions of discontinuity in the structure, contrast, and
luminance. Overlapping patches help eliminate this problem.
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Fig. 5 Alternate architecture without capsules. (Zoom in for details)

Fig. 4 Alternate reconstruction networks. (Zoom in for details)

Deep learning-based interpolated or extrapolated frame
prediction and synthesis methods [38–41] evaluate performance in the context of a full frame. In order to evaluate
slice-based results of the proposed network, we compare our
results with [42] and show that it outperforms the model
presented in this paper. One reason is that models that use
“traditional” layers, such as Conv or LSTM, are not limited
by the depth of the network, while capsule-based architectures need to confine the number of layers in order to keep
the size of the trainable parameters to a manageable number.
Additionally, the performance of the proposed model is not
evaluated in terms of time complexity. The main purpose of
the work presented in this paper is to demonstrate the concept of using capsules and dynamic routing for extracting
motion as an activation vector. The network architecture is
not optimized for performance, and the authors view it as an
area of future work.

4.5 Alternate architectures
We conducted numerous experiments using multiple architectures, of which three are described here.

4.5.1 Alternate reconstruction network
The model presented on the left of Fig. 4, using “eccaps”
directly as the “pixel intensity” output, did not produce the
desired results, i.e., the reconstruction was a uniform gray
patch—an outcome that is to be expected because the capsule
output does not capture pixel intensities but rather the feature
instantiation vectors. Another variation we considered for the
reconstruction portion that did not yield good results is the
architecture shown on the right side of Fig. 4. The “eccaps”
output was flattened and concatenated to a flattened 24 × 24
patch from Ft-1 . The combined data are then passed through a
fully connected layer, and the output of this layer is reshaped
as the reconstructed patch.

Fig. 6 No-capsule reconstruction outputs. a “ApplyEyeMakeup,”
b “soccer,” c “harbour,” d “ice”

4.5.2 Alternate “No-Capsule” architecture
To further evaluate the effectiveness of capsules and the
dynamic routing process, we compared the proposed model
with a network architecture that did not include capsules in
the motion encoding pipeline as shown in Fig. 5.
We designed and implemented an architecture containing
the same constituent layers as the proposed capsule network-
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Sequence/frame No.

Full slice
(proposed)

Full slice (no
capsule)

Partial
slice—motion
only (proposed)

Partial
slice—motion
only (no capsule)

PSNR

PSNR

PSNR

PSNR

SSIM

SSIM

SSIM

SSIM

harbour/169

28.64

0.9862

28.45

0.9853

40.95

0.9974

40.04

0.9971

ice/92

28.71

0.9372

28.34

0.9365

41.11

0.9960

40.87

0.9961

ApplyEyeMakeup/12

25.48

0.8294

24.77

0.8269

32.33

0.9790

32.54

0.9794

soccer/225

30.44

0.9887

30.07

0.9884

35.71

0.9985

35.15

0.9983

Bold value signifies the better value when comparing the Proposed model for SSIM and PSNR

based model, except for the capsule creation and dynamic
routing steps. The feature extraction layers are 3D convolutional layers followed by a 2D convolutional LSTM layer.
We added a convolutional step, a flatten and a fully connected
layer to generate an output a 6 × 16 vector that resembles the
“eccaps” output. Reconstruction results from this alternate
motion encoding pipeline are shown in Fig. 6. The images
on the right are reconstructions using capsules.
4.5.3 Dynamic routing and temporal layers for equivariant
feature extraction
We show that the reconstructions from the model using capsules show better results than the one without and make two
observations: (a) the better results illustrate the significance
of capsules and the dynamic routing process in isolating
motion from time-sequence data, and (b) both architectures
highlight the importance of 3D Conv and 2D ConvLSTM
layers in extracting spatiotemporal hierarchies. However, the
capsule network-based model outperforms the one without
capsules due to dynamic routing and equivariant feature isolation.
Table 2 shows the improvement in quality of the reconstructions in the capsule network-based model using PSNR
and SSIM metrics. The two additional columns (added to
Table 1), 4 and 6, show differences with the motion encoding
architecture without capsules. The capsule-based architecture produced better full slice and partial motion-only patch
reconstructions.

4.6 Observations
Based on numerous experiments with different data sizes,
layer configurations, and architectures, we make the following observations:
1. Small input data size (24 × 24 patches) is essential to
limit the training parameters and for convergence.
2. Temporal layers operating in three dimensions are necessary to extract motion-related attributes.
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3. Dynamic routing and the reconstruction network are vital
for the overall end-to-end capsule training and the accuracy of motion encoding.
4. Finally, the manner in which the capsule output
(“eccaps”) is incorporated into the network plays an
important role in the overall reconstruction process.

5 Conclusions
We presented a new deep learning framework to perform
motion estimation using capsule networks. Through network layer modifications, carefully curated video datasets
that embed motion, and wide-ranging experiments with various architectures, we have shown that capsules can be trained
to estimate motion. The results were evaluated by visually
comparing the reconstructed output and their corresponding optical flows with the ground truth. We also evaluated
the results with standard quality metrics. To the best of our
knowledge, this is the first work of its kind to provide a framework to train capsules in performing regression tasks related
to videos. We see it as a first step in extending the applicability of capsules beyond classification tasks and explore
their efficacy in modeling more complex pose and feature
parameters.
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